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Abstract

Solutions to multi-agent adversarial games are useful in many applications where

control actions must be taken in the presence of opposing agents, moving obstacles,

or other external disturbances. These applications range from collision avoidance for

autonomous cars and air traffic control to team coordination in the military and police.

In addition to controlling robotic or autonomous agents, solutions to these games can

play an essential role in providing guidance to humans, who may be participating

either in supervisory roles or as agents themselves. The critical challenges to obtaining

such solutions are the need to robustly account for adversarial actions in scenarios

with many agents, and to do so in a computationally tractable fashion. In addition,

to be helpful to humans the solutions must be presented so that they fit within the

decision-making framework of the humans.

This thesis develops solution methods for two types of related multi-agent adver-

sarial games: reach-avoid games, where an attacking agent attempts to reach a target

while avoiding other, defending agents, and pursuit-evasion games, where an evading

agent attempts to avoid capture by pursuing agents. First, a Hamilton-Jacobi-Isaacs

reachability formulation is used to compute guaranteed, optimal solutions to a reach-

avoid game involving a single attacker and defender. Then an open-loop reachability

formulation is introduced to allow solutions to be found in real time for games in-

volving multiple agents on a side. An efficient method for computing open-loop safe-

reachable sets is introduced and used to compute solutions for an attacking agent in

reach-avoid games with multiple defenders, and for pursuing agents in pursuit-evasion

games involving a single evader and multiple pursuers.

These reachability-based game solutions are used to develop intuitive, automated
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tools to guide human agents in adversarial games as well as to control robotic assets

like unmanned aerial vehicles (UAVs). The tools are validated using a novel testbed

incorporating smartphones and UAVs in a system with human agents. These exper-

iments demonstrate the use of the tools in realistic scenarios involving varied terrain

and noisy communications. In these experiments, the human agents not only directly

utilize the computed solutions, but are also able to modify the plans using the associ-

ated reachability information when communications failure and other factors render

the assumptions made by the automation invalid.
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Chapter 1

Introduction

This thesis presents a set of tools for efficiently computing control actions for agents

in multi-agent adversarial games. These tools, based on reachability analysis, are

designed with an emphasis on control for human agents. Specifically, they are envi-

sioned for use in contexts where human agents are supported by autonomous assets,

e.g. robots or automated decision aids. The human agents may follow the computed

solutions directly, but the reachability analysis also provides contextual information

about the limits of the computed solutions. This allows human agents the flexibility

to incorporate the solutions within larger problems not directly addressed by the au-

tomated tools, or to modify them with information not available to the automation

if necessary. This work presents algorithmic foundations of these tools along with

experimental results demonstrating their use by human and autonomous agents.

1.1 Overview

Automated systems that sense, reason about, and act upon the physical world are

rapidly becoming ubiquitous. In addition to traditional single-agent systems like

mobile robots and unmanned aerial vehicles (UAVs), these systems are expanding

into a broad range of multi-agent and embedded contexts. They may be used in air

traffic control to direct large groups of aircraft, in energy grids to manage networks

of energy consumers and suppliers, and in command centers to coordinate security

1
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and defense assets.

Paradoxically, as these systems become more powerful and autonomous they de-

mand greater interaction with humans. Complex, potentially safety-critical tasks

cannot be entirely automated, and humans will be involved as operators, users, and

in particular, as components of the system. For example, an air traffic control com-

mand center must manage human pilots as well as unmanned aircraft, and human

police officers and soldiers will work alongside robotic assets. In these cases, human

performance can be improved by automated guidance, but to be useful the guidance

must fit into the human decision-making process, and overall system performance

should degrade gracefully if the automation fails.

A number of important applications that benefit from automated guidance fall

within the context of multi-agent adversarial games. A multi-agent adversarial game

pits a group of one or more agents against another group with competing objectives.

Common examples of multi-agent adversarial games are pursuit-evasion games, where

one group of agents is attempting to capture another, and reach-avoid games, where

one or more agents on one team attempt to reach a target while another team at-

tempts to intercept them. In addition to obvious applications in security and defense,

adversarial games are important tools for safety, in aircraft flight and driving for ex-

ample. Uncertainty in other vehicles’ movements and external forces like wind can

be treated as adversarial disturbances acting against a controlled vehicle. Solutions

from these games can then be used to design systems for automated collision and

obstacle avoidance, or for warning operators of potential danger.

Automated solutions can simplify complex games for humans, as the interplay

of multiple, moving agents can tax the cognitive abilities of even experienced par-

ticipants. On the other hand, multi-agent games are computationally complex and

difficult to solve even with heavy computing power. The algorithms depend on sim-

plifications and assumptions that are undermined by noisy sensing, equipment failure,

and the sheer complexity of real-world environments. The goal is not to design au-

tomation that will be 100% correct, which is impossible, but to design tools that

provide human agents with good assistance and recommendations, and clearly indi-

cate when and where these recommendations are useful and correct. This allows the
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human to optimize the use of the automation tools.

The research in this dissertation addresses the challenge presented above with

novel algorithms for several multi-agent adversarial games developed using reacha-

bility analysis. In addition to providing control strategies, these reachability-based

methods are used to generate easily understood visual displays that help human users

compensate for the limitations of the automated solutions. Tools designed using

these algorithms are validated experimentally in adversarial games played with hu-

man agents on the BErkeley Autonomy and Robotics in CApture-the-flag Testbed

(BEARCAT).

1.2 Multi-Agent Games of Interest

Two related multi-agent adversarial games are considered in this thesis: pursuit-

evasion games and reach-avoid games. These games are linked by the common thread

that one group of agents is attempting to avoid the other, but differ in the goals of

the avoiding agents. The theoretical results in this thesis are concerned with fully

observed games where the positions of the agents are known to each other, although

application of this work to games with noisy or missing observations are seen and

discussed in experimental results.

1. Pursuit-Evasion Games

A pursuit-evasion game is a game in which one or more agents, denoted pursuers,

are attempting to capture another set of agents, denoted evaders. An evader

is considered to be captured if it enters a pre-defined capture set around each

pursuer, typically a circle centered around the pursuer. This thesis considers

pursuit-evasion games between multiple pursuers and a single evader, where

the pursuers’ objective is to capture the evader as quickly as possible, and the

evader’s objective is to remain un-captured for as long as possible. Analysis

of pursuit-evasion games focuses on answering the following questions: can the

evader ever be captured, and what are the pursuer and evader strategies to

minimize and maximize the capture time, respectively?
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2. Reach-Avoid Games

A reach-avoid game is one in which one or more agents, denoted attackers, are

attempting to reach one or more target sets in the state space as quickly as

possible while the other agents, denoted defenders, are attempting to prevent

the attackers from reaching the targets. This thesis considers reach-avoid games

between multiple defenders and a single attacker, where the attacker’s objective

is to arrive at the targets as quickly as possible, and the defenders’ objective is to

either capture the attacker or prevent the attacker from arriving at the targets

by threat of capture. Analysis of reach-avoid games focuses on answering the

following questions: can the attacker reach the targets in finite time, and what

are the attacker and defender strategies to minimize and maximize the final

arrival time, respectively?

1.3 Motivating Applications

Many robotics and controls applications require coordination of agents moving to

achieve a goal in the presence of external disturbances, adversarial opposition, or

simply moving obstacles that must be avoided. These applications include piloting

an aircraft, driving a ground vehicle, air traffic control, and path planning for teams

of human and robotic agents. Analyzing certain aspects of these applications in

the context of a multi-agent adversarial game formulation can provide solutions to a

number of relevant problems.

1.3.1 Vehicle Collision Avoidance

Self-driving cars are being deployed on the highways [1], and autonomous aircraft

will soon be incorporated into the civil airspace [2]. As these vehicles move from

the laboratory to commercial use, they will require collision avoidance algorithms to

safely operate with other vehicles on the road and in the air. In addition, with cheaper

and more advanced sensing, the same technology can be deployed in human controlled

vehicles to decrease the likelihood of accidents. The challenge for an operator, whether
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human or autonomous, is that control actions must be considered against all possible

actions of other vehicles.

For safety-critical situations, a worst-case approach can be taken by treating other

vehicles as adversarial and attempting to collide with the controlled vehicle. The other

vehicles are now cast as pursuers in a pursuit-evasion game, and the collision avoidance

task becomes that of finding a successful evasion strategy. The advantage of this

worst-case approach is that a successful evasion strategy found in these circumstances

is naturally conservative; it would avoid the other vehicles even if they were trying to

collide. Solutions to multi-agent pursuit-evasion games can then be directly applied

as collision avoidance strategies.

1.3.2 Air Traffic Control

Air traffic control is another area seeing rapid growth in automation where human-

friendly solutions to multi-agent adversarial games are beneficial. Demand for air

travel is growing steadily, increasing air traffic density around important airports.

Maintaining safety in the face of additional usage is one source of pressure for addi-

tional automation, and the promise of efficiencies gained through the use of emerging

technologies such as GPS is another.

Pursuit-evasion games related to collision-avoidance as discussed above are rele-

vant to the tactical level of separation assurance, when aircraft are a few miles apart.

Additionally, air traffic control may benefit from solutions to reach-avoid games at

longer time horizons, for example when planning the arrival of aircraft at airports

while avoiding adverse weather patterns. A conservative approach treating the mo-

tion of these weather patterns as adversarial will generate solution trajectories that

guarantee the safe arrival of the aircraft.

A key aspect of designing these tools is the incorporation of human agents, as

automatically generated plans must be implemented by human controllers and pilots.

Safety considerations demand that human controllers maintain supervisory control

of the aircraft routing process, and human pilots are operating most of the aircraft.

Although the automation can generate superior solutions under nominal operating
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conditions, there will be times when the computational tools fail, for example when

aircraft equipment malfunctions in a way not anticipated by the designers of the

automation. In these circumstances, human controllers are only able to take the

correct action if they understand when the automation solutions are valid and when

they must be ignored. Another consideration is that the automation may also fail

entirely, for example due to power failure, requiring human controllers to take over.

This possibility requires the human controllers to understand the automated solutions

they are implementing, in the sense of knowing why certain actions are taken, so that

they may pick up where the automation left off.

1.3.3 Human and Human-Robot Teams

Tasks such as security and search-and-rescue often require teams of agents to act

collectively in adversarial situations. The utility of solutions to pursuit-evasion and

reach-avoid games is self-evident in security and defense applications, where police

or military assets might be deployed to capture a criminal or prevent a threat from

reaching a critical target. Automated tools can be developed using game solutions

that guide police officers and soldiers in completing these tasks.

However, the multi-agent planning tools that can result from game solutions are

also relevant in applications that are not strictly adversarial. In teams where humans

and robots must work together, for example with robotic construction equipment

or automated farming vehicles, clear and timely communication of intent between

human and robotic elements is not always possible. Disturbances such as actuator

noise or sensing error may be modeled as causing one set or another of agents to act

adversarially, and reach-avoid solutions can be used in these circumstances to plan

safe paths for robots to avoid humans, and vice-versa.

1.4 Capture-the-Flag Test Environment

Evaluating algorithms for human agents in adversarial games requires a realistic en-

vironment where these algorithms may be implemented and tested. Much of the
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research conducted in this thesis is evaluated using the game of capture-the-flag,

played with human and autonomous agents supported by computing assets.

Capture-the-flag is a two-sided game played by teams of mobile agents constrained

to remain within a bounded game area, divided into two regions allocated to each

side. Each team owns a flag located in their territory that can be captured by an

opposing agent. A typical configuration for the game is illustrated in Figure 1.1,

showing the two sides and their flags. While inside the opposing team’s territory, an

agent can be intercepted if tagged by an opponent. The objective of the game is to

capture the opponent’s flag and return to safety while protecting one’s own flag from

the enemy. Each flag is also typically surrounded by a forbidden region to prevent

a defending agent from simply staying at the flag location and making flag capture

impossible. The game as typically played also incorporates jails (labeled gaols in the

illustration), where captured agents are held until freed by another agent on their

team.

A capture-the-flag game offers an ideal research arena to evaluate adversarial game

strategies and their use by human agents. Many pursuit-evasion and reach-avoid sce-

narios occur naturally during the game, while important real-world considerations

such as limited sensing, communications failure, and rough terrain are also present.

The capture-the-flag game allows the algorithms and strategies produced in the re-

search to be evaluated in a real-world context. On the other hand, the use of a

simplified game scenario eliminates many complexities that are tangential to the re-

search questions, such as maintenance of vehicles or legal restrictions involved in

working with air traffic controllers. This allows easy and repeated experimentation,

leading to improved research results.

1.5 Related Work in Adversarial Games

The utility of practical solutions to multi-agent adversarial games has long been ap-

parent, and there has been significant research into this topic. Given the complexity

of these games, there has been no “one-size fits all” approach. Instead, the approaches
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Figure 1.1: An illustration depicting a typical game of capture-the-flag,
showing the relevant game regions and agents (image courtesy of www.

goforyourlife.victoria.gov.au).

in the literature trade off between optimality, guarantees, game complexity, and com-

putational speed. Optimality in this context is with respect to the time required to

complete the game, either to achieve capture in pursuit-evasion or to reach a target

in reach-avoid. Guarantees refer to the ability to find a solution when one exists, for

example for a pursuer in pursuit-evasion to always capture the evader when start-

ing from a configuration where capture is possible no matter what the evader does.

Optimal solutions are guaranteed, but guaranteed solutions may not be optimal. In

addition to the number of agents, the complexity of the game refers to the game

domain in terms of obstacles, as well as the dynamics of the agents.

This section presents an overview of some relevant past work on pursuit-evasion

and reach-avoid games, in particular exploring the specific trade-offs associated with

each approach, and discusses the relationship of the work in this thesis to the larger

www.goforyourlife.victoria.gov.au
www.goforyourlife.victoria.gov.au
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context.

1.5.1 Geometric and Analytic Solutions

For certain games and game configurations, it is possible to construct strategies for

the agents geometrically. Alonso et al. [3] analytically determine upper and lower

bounds on capture time for the “Lion and the Man” problem, where a pursuer and

evader with equal speeds play in a bounded circular game domain. Kopparty and

Ravishankar [4] give a pursuit strategy with bounds on capture time for games with

multiple pursuers and a single evader in open domains or with a small set of half-

space constraints. In this case, capture is assured if the evader is contained in the

convex hull of the pursuers. Alexander et al. showed that pure pursuit (where the

pursuit strategy is to instantaneously minimize the geodesic distance to the evader)

guarantees capture in a number of different geometries [5].

For reach-avoid games, a class of methods has been proposed for safe motion-

planning in the presence of moving obstacles by computing the future set of states an

obstacle may occupy, given the dynamics of the controlled agent and the obstacles.

These forward reachable sets are then treated as obstacles in the joint state-time

space, and paths are planned which avoid these states [6, 7, 8]. They are well suited

for scenarios in which the obstacle motion can be unpredictable or even adversarial,

or where the application requirements place hard constraints on safety, in which case

one needs to account for the worst-case possibility that the disturbances may actively

attempt to collide with the agent.

In general, such geometric methods are computationally efficient in generating

control strategies, but are limited to relatively simple game configurations without

complex static obstacle configurations. Inhomogeneous speed constraints, such as that

occasioned by varying terrain, also present a challenge. In addition, guarantees may

be found for certain game types and configurations, but optimality cannot usually be

shown.
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1.5.2 Solutions to the Hamilton-Jacobi-Isaacs Equation

The most complete approach to either pursuit-evasion and reach-avoid games is to

formulate the problem as a differential game and then solve the appropriate related

Hamilton-Jacobi-Isaacs(HJI) partial-differential equation(PDE) [9, 10, 11, 12]. Each

game is defined by an appropriate value function, and the opposing agents either

seek to minimize or maximize this value. For example, for a pursuit-evasion game

the value would be the capture time, with the evader attempting to maximize the

time and pursuers attempting to minimize. For a reach-avoid game, the value is the

arrival time of the attacker at the target, which the attacker seeks to minimize and

the defenders maximize. This value can be computed via a related HJI equation,

with appropriate boundary conditions. Solutions are typically found either using the

method of characteristics or via numerical approximation on grids.

The method of characteristics proceeds in the following manner. For a given

terminal state, the value is known, e.g. the time-to-capture for a pursuit-evasion

game is zero at the moment of capture. Given a particular terminal state, the HJI

PDE simplifies to an ordinary differential equation (ODE), which may be solved by

integrating backwards in time. This gives a single optimal trajectory for the system

with a known terminal condition. Isaacs presents particular solutions for a number of

specific games via this method [9], and more games are covered in a similar manner

by Başar and Olsder [11].

The characteristic solutions are useful in understanding optimal solutions qual-

itatively, but can be of limited utility in extracting control inputs. The method is

limited by the necessity to integrate backward from a terminal point, which can make

it difficult to generate strategies when only the current, initial state of the agents is

known. In some cases when the game configuration is simple, for example agents

moving in unconstrained free-space, the terminal conditions can be directly related

to initial conditions via observation [9]. State constraints such as obstacles are also

difficult to handle, and the ODE solutions break down in the presence of discontinu-

ities in the value function. These typically appear in cases where symmetry presents

two equally valid and optimal options that are available to an agent, for example

when an agent must move around an obstacle and either moving to the left or right
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result in the same arrival time.

The HJI PDE can also be globally approximated on a grid representing the state

space by computing the viscosity solution to the HJI PDE at every node in the

grid [12, 13]. Control inputs can then be extracted through numerical differentiation

of the value function. This approach has been successfully applied to a number

of applications, including a pursuit-evasion game with non-holonomic agents for air

traffic collision avoidance [12] and a reach-avoid game modeling planning for UAV

refueling [14]. This approach is flexible and powerful, and is used in some of the work

presented in this thesis.

HJI computation on grids is limited by the size of the problem: computing solu-

tions to HJI equations is computationally infeasible for large problems, as the grid

required for approximating the value function grows exponentially as the size of the

state space increases. Even smaller problems such as 2-agent, kinematic games, typ-

ically cannot be solved in real time, requiring pre-computation. This computation

is performed offline for the entire state space, and the solutions stored for later use

online. Numerical issues may also introduce errors into the PDE solutions.

1.5.3 Discrete Games

In addition to games played in continuous time on continuous spaces, there has also

been research into discrete games played on graphs, with the agents taking turns to

move. This work on pursuit-evasion games on graphs has also led to results for games

in continuous spaces, particularly for a class of games known as visibility pursuit-

evasion.

In discrete pursuit-evasion, the pursuers and evader are limited to the nodes of

a graph, and take turns moving a number of links each turn. Capture is achieved

when a pursuer occupies the same node as the evader. Parsons was one of the first to

formalize a pursuit-evasion game played in discrete time on graphs, and characterized

the number of pursuers required to capture an evader in a tree [15]. Aigner and

Fromme later showed that in general finite, planar graphs, three pursuers are sufficient

and necessary to capture an evader [16].
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The graph results underlie solutions to the related problem of visibility pursuit-

evasion in continuous domains, where a group of searchers is attempting to bring

an evader into their field of view [17, 18, 19]. Typically, the sensing is modeled as

vision with unbounded range (in effect an infinite capture radius when not occluded).

This allows these continuous visibility games to be transformed into discrete pursuit-

evasion games, and solved accordingly.

The main difficulty with regards to discrete games is computational complexity.

Graphs may be characterized in that the number of pursuers required for a particu-

lar game domain can be found, but implementable control strategies can be difficult

to synthesize. For either pursuit-evasion on graphs or visibility pursuit-evasion, so-

lution strategies are usually found by searching over a large set of discrete actions.

The exponential branching that this requires limits the size of problems that can be

practically solved, especially when multiple agents are involved on a side.

1.5.4 Model-Predictive Control

When the computation required to find optimal or guaranteed strategies is intractable

due to either problem complexity or the need for real time solutions, a form of model-

predictive control (MPC) is often employed. In an MPC formulation, an optimization

problem is solved over the control actions of one side while using a model to predict

opponent actions. This solution is implemented for a short time period, and the

optimization is then re-solved using the new agent states. Feedback via this re-

computation is used to correct for errors in the prediction model.

This strategy has been used for a number of games, for example in complex

pursuit-evasion games such as air combat, where the roles of the agents may change

over time. Sprinkle et al. used nonlinear model-predictive control to generate control

inputs for an unmanned aerial vehicle [20], while McGrew et al. used approximate

dynamic programming for a similar application [21].

In the reach-avoid context, a defensive strategy for intercepting multiple attackers

with multiple defenders was developed by Earl and D’Andrea using mixed-integer

linear programming, with the assumption that attackers proceed toward the target
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in straight lines [22]. Another method to solve for optimal defender control actions

was proposed by Chasparis and Shamma using linear programming under an assumed

attacker strategy in the form of a linear feedback law [23].

In general, MPC approaches work best when the predictive model used is a good

approximation of the actual strategy of the opponent. When this is true, control

inputs can be quickly and efficiently generated for the controlled agents using standard

optimization tools. However, proofs of optimality and guarantees for the solutions

are usually not available.

1.5.5 Summary and Discussion

The overview above highlights the trade-offs between optimality, guarantees, problem

complexity, and computational speed that must be made in control design in adver-

sarial games. Optimal, guaranteed solutions come at the cost of either simplified

problems, slow computation, or both, while real time computation usually requires

simple problems or loss of optimality and completeness.

The research in this thesis is no exception to this rule. As the ultimate goal of

this work is to provide useful, practical solutions, optimality may be sacrificed for

computationally efficient solutions that nonetheless possess guarantees with respect

to capture or arrival at a target. For the pursuit-evasion game, this means finding

strategies that guarantee capture or escape, and for reach-avoid games this means

strategies that either guarantee reaching a target or successfully defending a target.

The work presented in this thesis attempts to address the following limitations in the

current literature:

1. Existing methods for reach-avoid games do not give guaranteed solutions for

domains with arbitrary obstacle configurations, especially in games with many

agents.

2. Current methods can not be used to effectively coordinate large groups of agents

in bounded domains with guaranteed results.
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3. Most existing methods do not provide contextual information, which is impor-

tant for human agents (to be explored in the following section).

4. Many techniques that work in real time require knowing or making assumptions

about the opponent control strategies.

In addition, although the strategies presented are for scenarios where the state of all

agents is known, these strategies still have utility when sensing is limited, and this is

also explored.

1.6 Background on Humans as Decision-Makers

Designing control algorithms that guide human agents can be very different from

designing algorithms for robotic or computerized agents. In many real-world envi-

ronments, human intuition and perception are still far superior to anything a tech-

nological approach can produce. The goal of the research in this work is to augment,

and not replace human decision-making. This section presents some motivating back-

ground on human decision-making, and the reachability approach used in this thesis

for guiding humans. This is not meant to be an exhaustive overview of the literature

on human decision-making, but to present some context for the methods presented

in this thesis.

1.6.1 Background on Human Decision-Making

A review of the relevant literature suggests that human decision-making is decompo-

sitional and hierarchical: complex problems are decomposed into or related to simple

problems with known solutions, and these known solutions are then modified and

composed into solutions for the larger problem. For example, in aircraft maneuver-

ing human pilots will fly using maneuver primitives, which are composed together

into complex trajectories to meet mission requirements [24, 25]. In air traffic control,

studies have shown that experienced controllers managing a single large sector com-

posed of many aircraft will group aircraft into multiple “events” involving subsets
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of aircraft [26]. The identification of these events then suggests particular strategies

which are used to generate specific commands to aircraft. Military scenarios are often

decomposed in terms of hierarchical objectives and various strategies and tactics to

achieve those objectives [27].

Moreover, the human brain is itself deeply hierarchical, and this framework may

underlie much of human sensing, cognition, and motor control [28]. For example,

visual input consisting of facial features are aggregated to identify faces, while time

sequences of auditory input are aggregated to identify voices. Voices and faces are

then aggregated at higher levels to identify specific people, and so on [29].

In order to work successfully in a complex situation, a human decision maker

needs to understand how various decomposed components fit into the larger plan. In

a maneuver sequence it is important make sure that each maneuver terminates in a

way that the next desired maneuver can start, and in air traffic control it is vital

that corrections made to avoid a conflict for one aircraft do not lead to other conflicts

later. This understanding of the larger context is known as situational awareness,

sometimes abbreviated as SA, and has been found to be an important component of

human decision-making. Loss of situational awareness is one of the largest factors in

errors in systems where humans are working with automation [30].

1.6.2 Reachability for Decision-Making in Adversarial Games

A core concept used in the work in this thesis is the idea of reachability, and the

computation of reachable sets. The concept of reachability is the following: suppose

a system is in some configuration x1, and there is some other configuration x2. x2

is said to be reachable from x1 if there exists a control input that drives the system

from x1 to x2 in finite time, regardless of adversarial disturbance or opposition. The

reachable set associated with x2 is the set of all states that can be controlled to x2,

regardless of the actions of the adversarial disturbance.

A simple, intuitive example of reachability can be seen in the game of capture-the-

flag, where it is necessary for an attacker who has reached the opponent’s flag to know

whether the flag can be safely retrieved without being intercepted by a defender. The
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concept of reachability has utility in many contexts beyond that of adversarial games,

as the adversarial disturbance need not be opposing agents. For example, reachability

has been used to derive landing conditions for an aircraft where an aircraft may land

safely regardless of external disturbances such as wind [31].

Reachability and reachable sets are natural, intuitive tools to use with human

agents and hierarchical control frameworks. Reachable sets, in particular, have sev-

eral uses for a human agent. First, the reachable set allows the human to know

instantly whether a particular goal is achievable, which is useful when there are mul-

tiple possible goals. In Oishi et al. reachable sets were used to help a pilot make

a choice between landing and several methods of aborting the landing [31]. If the

required conditions for a particular goal are met, the automated strategy may be

used directly, but reachable sets are also valuable in cases in which the automated

strategy cannot be followed. In these cases, the reachable sets allow the human to

determine where and when the automation can be followed for a guaranteed result.

This gives the human the option of attempting to control the system into this set,

knowing that the once in the reachable set the goal is achievable by directly following

the automated solutions. The sets can also be used to create intuitive visualizations

for the human agent, and in general are useful methods for helping the human un-

derstand the relationship of automatically computed solutions to the larger context.

These concepts are explored in more detail in the experimental sections associated

with the solution strategies discussed in this thesis.

1.7 Contributions

This research combines the insights discussed in Section 1.6 with algorithmic contri-

butions to computing solutions for multi-agent adversarial games, creating solutions

that can be incorporated within the decision-making of human agents. The contribu-

tions of this work can be categorized into three general areas: algorithmic solutions to

pursuit-evasion and reach-avoid games, experimental validation of reachability-based

tools for guiding human agents, and novel applications of reachability to UAV control.

1. Solutions to reach-avoid games
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Three related adversarial games are solved using reachability methods. First, a

version of capture-the-flag involving two agents is formulated as a reach-avoid

game and solved using Hamilton-Jacobi-Isaacs reachability, giving guaranteed

solution strategies in bounded domains with arbitrary obstacle configurations.

Next, an open-loop reach-avoid game involving multiple defending agents is

formulated and then solved using a novel, modified fast-marching algorithm,

giving guaranteed solutions in real time for attacking agents in domains with

arbitrary obstacles. Finally, a decentralized, real time algorithm is developed

for cooperative pursuit of a single evader by multiple pursuers in bounded,

simply-connected planar domains, with proof of guaranteed capture when the

domain is convex. In all of these results, no modeling or assumptions are made

about opponent control strategies. The work on Hamilton-Jacobi reachability

was first presented in [32]. The open-loop reach-avoid formulation has been

presented in [33] and [34], and the cooperative pursuit algorithm was presented

in [35].

2. Experimental validation of tools for human agents

Tools for human agents are designed based on the solution algorithms and

evaluated through experiments with the BErkeley Autonomy and Robotics in

CApture-the-flag Testbed (BEARCAT). BEARCAT is a novel testbed for re-

search into automated assistance for human agents in adversarial games, consist-

ing of smartphones connected to off-board computation and quadrotor UAVs.

The development of BEARCAT is presented, along with experiments showing

the use of the tools in realistic scenarios. The contextual information from

reachability allows human agents to optimize the use of the automated solu-

tions while mitigating the impact of imperfect sensing and simplified problem

formulations. The development, control, and aerodynamics of quadrotor UAVs

related to this work was first presented in [36].

3. Reachability for UAV control

A method is developed for designing provably safe maneuver sequences for a
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quadrotor UAV, and experimental results are presented demonstrating the ro-

bustness of a designed maneuver sequence in the presence of external distur-

bances. This work was first presented in [37]. The reachability solution to

capture-the-flag with known agent states is used to guide UAV search when the

location of an opposing agent is unknown, with an experimental demonstration

of the search strategy in a game of capture-the-flag.
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Experimental Platform:

BEARCAT

Experimental validation for the algorithms discussed in this thesis is performed using

the BErkeley Autonomy and Robotics in CApture-the-flag Testbed (BEARCAT).

The primary purpose of BEARCAT is to provide a flexible testbed where human

agents can participate in an adversarial game such as capture-the-flag, while receiving

guidance from computational tools and working with autonomous agents such as

UAVs. The testbed allows experiments to be performed by playing reach-avoid and

pursuit-evasion games on the Berkeley campus. The major components of BEARCAT

are illustrated in Figure 2.1, consisting of HTC Incredible smartphones [38], laptop

computers, and quadrotor UAVs. The different components are networked via wireless

communications, providing a complete system for both tracking agents and providing

them with access to resources such as computed game solutions and UAV sensing.

Smartphones

HTC Incredible smartphones are used in BEARCAT as user interfaces and to provide

tracking resources to the human agents, essentially serving as each agent’s gateway

to the networked system. The smartphones run the Android operating system [39],

and are equipped with GPS, 3-axis accelerometers, 3-axis magnetic compass, and full

internet connectivity via the 3G data network as well as an interactive touch-screen.

19
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Figure 2.1: Components of the BEARCAT experimental platform.

The Android OS is supported by a powerful and flexible development environment,

giving full access to all of the sensors and user interaction tools. An application

written using this framework allows the phones to report user position to each other

and to off-board computing, communicating via the 3G network. For each agent,

the application provides a visual display that shows the local map and the location

and orientations of all the agents. It also allows the phones to serve as user interface

devices for the agents, allowing commands and other information to be sent to the

UAVs and the off-board computing. The phone is shown in use in Figure 2.2.

The smartphone application is crucial to the experiments described in this the-

sis. In addition to providing tracking, the application is used to display reachability

information to the agents during the experiments. The agents are able to view com-

puted reachable sets and recommended movement directions, as well as information

pertaining to the location and state of the UAVs.
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Figure 2.2: HTC Incredible smartphone in use during a BEARCAT exper-
iment.

Off-board computing

Off-board computing in the form of a ground-station laptop provides oversight of the

agents and extra computational resources. It is used for evaluating various algorithms

to aid the agents and to control the UAVs. The off-board computing typically con-

sists of either a Macbook Pro laptop, running Mac OS X 10.6, or a Lenovo Thinkpad

T420 running Windows 7. The laptop communicates with the phones via a Pan-

tech UML290 USB modem [40] over the 3G wireless data network, giving data rates

comparable with IEEE 802.11 (WiFi) wireless. Communications with the quadrotor

UAVs occurs both over WiFi or by mounting a 3G USB modem on the UAVs. It

should be noted that due to policies implemented by Verizon, the service provider

used for these devices, certain forms of packet communications are unreliable over 3G,

and thus during the experiments described in this thesis communications between the

phones and laptop is over 3G, but most communication with UAVs is over WiFi.

A ground-station application written in Java is used to manage the experiments.

This software controls the UAVs, and also allows supervisory observation of the hu-

man agents. Global information such as agent visibility is computed within this

program, and it is used to manage communications between the agents as well as

adjusting experimental parameters for the different trials.
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Quadrotor UAVs

Quadrotor UAVs form the final component of BEARCAT, serving as aerial sensors.

Quadrotor helicopters are an increasingly popular rotorcraft concept for unmanned

aerial vehicle (UAV) platforms. These vehicles use two pairs of counter-rotating, fixed-

pitch rotors located at the four corners of the aircraft, as shown in Figure 2.3. Their

use as autonomous platforms has been envisaged in a variety of applications, both as

individual vehicles and in multiple vehicle teams, including surveillance, search and

rescue, and mobile sensor networks.

Quadrotor UAVs have two main advantages over comparable vertical take off and

landing (VTOL) UAVs, such as helicopters. First, quadrotors can use fixed pitch

rotors and direct control of motor speeds for vehicle control, simplifying design and

maintenance by eliminating complex mechanical control linkages for rotor actuation.

Second, the use of four rotors ensures that individual rotors are smaller than the

equivalent main rotor on a helicopter for a given airframe size. The smaller rotors

store less kinetic energy during flight and can be enclosed within a protective frame,

permitting flights indoors and in obstacle-dense environments with reduced risk of

damage to the vehicles, their operators, or surroundings. These added safety benefits

greatly accelerate the design and test flight process by allowing testing to take place

indoors or out, by inexperienced pilots, and with a short turnaround time for recovery

from incidents.

Two different quadrotor UAVs are used in the experiments described in this the-

sis: the Stanford Testbed of Autonomous Rotorcraft for Multi-Agent Control (STAR-

MAC), shown in Figure 2.3, and the Ascending Technologies Pelican, shown in Fig-

ure 2.4. STARMAC was one of the first quadrotor research platforms to be developed,

with the aim of being an easy-to-use and reconfigurable proving ground for novel al-

gorithms for multi-agent applications [36]. The electronics and sensing architecture

used by STARMAC is typical of the pattern now used by most modern quadrotor

UAVs, and is illustrated in Figure 2.5. An inertial measurement unit (IMU) with 3-

axis accelerometers and 3-axis micro-electromechanical-systems (MEMS) gyroscopes

coupled with a low-level embedded processor provide attitude stabilization, and a

GPS receiver provides position data. A high-level, laptop-class processor running
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Figure 2.3: STARMAC quadrotor UAV.

Linux controls the vehicle in position, and can be used to interface with a number of

sensors, including the Videre Systems stereo vision camera [41], various USB cameras,

the Hokuyo URG-04LX laser range finder [42], and the Tracker DTS digital avalanche

rescue beacon and receiver [43].

STARMAC has been used to test a number of algorithms, including experiments

for collision avoidance [44], information-theoretic control for cooperative search [45,

46], dynamically feasible trajectory generation[47], and verification of provably safe

aerobatic maneuvers[48, 37]. In each case, the flexibility and convenience of the

quadrotor design in general and the precision flight capabilities of STARMAC in par-

ticular have enabled rapid evaluation of new technologies. The STARMAC quadrotor

was used in some of the experiments describe in this thesis, including early results with

reachability for maneuver sequencing, and experience with STARMAC greatly influ-

enced the selection of the commercial quadrotor platform now used in BEARCAT.

The current generation of quadrotor UAV used in BEARCAT is the Ascending

Technologies Pelican, a commercial product designed with research applications in

mind [49]. The Pelican’s electronics architecture is similar to the pattern established

by STARMAC, with a low-level embedded processor that stabilizes the vehicle in at-

titude and position and a high-level, laptop-class Intel Atom processor that handles
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Figure 2.4: Ascending Technologies Pelican quadrotor UAV.

more complex tasks. The Pelican’s Atom board runs Ubuntu Linux, allowing a num-

ber of sensors like webcams and laser rangefinders to be easily integrated. In addition,

the Atom board incorporates built-in WiFi communications, and other commercial

communications devices with Linux support can be easily integrated.

For BEARCAT, the Atom processor is primarily tasked with handling commu-

nications with the ground station laptop either via WiFi or 3G wireless using the

Pantech UML290 USB modem. GPS waypoints are transmitted to the flyer via WiFi

or 3G, and then relayed to the low-level processor. The quadrotor is able to fly to

and hover over waypoints with an accuracy on the order of 1 to 2 meters.

Communications architecture

The use of existing communications and networking infrastructure in BEARCAT

allows a disparate set of computing, sensing, and robotic systems to be brought

together simply and effectively. Specifically, the use of the 3G wireless phone data

network allows all components of BEARCAT to communicate with each other at

high speeds during field experiments without the need for dedicated communications

equipment. As 3G phone coverage is widespread, experiments can be carried out over
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Figure 2.5: STARMAC electronics architecture, typical of modern quadro-
tor UAVs.

the entirety of campus while maintaining connectivity. Indeed, if desired, experiments

can be conducted that take place across entire cities or even the country.

The communications architecture for BEARCAT is laid out in Figure 2.6. The

phones are directly connected to the 3G network, and computers such as the ground

station laptop or the high-level processors on the UAVs may connect to the 3G net-

work via USB modems. As the 3G network is designed to maintain user security,

devices cannot directly communicate with each other as their local internet protocol

(IP) addresses are unknown. Instead, it is necessary to set up a communications

server with a known web address acting as an intermediary. BEARCAT devices then

contact the server via the internet so that the server can build a map of device iden-

tities to local IPs. Devices then transmit data packets to the server, which routes

them accordingly.
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Figure 2.6: BEARCAT communications architecture.

Summary

Many experiments were carried out using the BEARCAT experimental platform to

validate the algorithms developed in this research. These experiments under real-

world conditions were crucial in examining both the strengths and limitations of these

algorithms. In particular, communications failures and GPS errors often challenged

the basic assumptions made in the solutions to the various games, and the actions of

human agents often introduced elements of unpredictability. By testing under these

conditions, valuable insights were gained into the practical use of these tools. Results

from these experiments will be discussed throughout this thesis to illustrate the use

of the algorithmic tools developed here.



Chapter 3

1 vs. 1: Hamilton-Jacobi-Isaacs

Reachability

The game of capture-the-flag presents an excellent framework in which to examine

solutions for adversarial games. Although the full game is complex and multi-layered,

capture-the-flag in its simplest form can be condensed into a reach-avoid game be-

tween two agents over two different stages: an attacker seeking to first reach a flag

and subsequently return it to safety, and a defender attempting to prevent this by in-

tercepting the attacker. This reduction focuses on the adversarial interaction between

the attacking and defending sides, and allows the game to be solved using methods

from differential games. The solution can then be used to provide guidance to human

or autonomous agents.

This chapter presents the formulation of capture-the-flag as a multi-stage reach-

avoid game between two agents, and describes an approach for characterizing the

winning initial conditions and strategies for each agent using Hamilton-Jacobi-Isaacs

(HJI) reachability analysis. The positions of the agents are assumed to be known, but

no model is assumed for opponent actions beyond the limits imposed by the dynamics.

The approach described here is able to compute optimal, guaranteed strategies for

bounded domains with arbitrary obstacle configurations for two agents. Solutions

can be found for a game taking place over multiple stages, with different target sets

for the attacker in each stage. Although the solutions are not computed in real

27
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time, results for a particular game domain may be precomputed and recalled for use

in real time. In addition, this approach also produces clear and intuitive tools for

informing human decision-making through visualizations of the winning regions and

recommended control actions. This 1 vs. 1 game is presented in the context of the

game of capture-the-flag, but the formulation and solution presented are applicable

to many general reach-avoid and pursuit-evasion games where the objective is for one

agent to arrive at a target region while avoiding another agent.

The HJI formulation for reachability in adversarial games presented in this chapter

is the most complete solution method to the games addressed in this thesis, although

its practical utility can be limited by computational concerns. As such, this formula-

tion and the concepts presented in this chapter will serve as a foundation from which

the following chapters will build upon.

The chapter proceeds by first defining the 1 vs. 1 capture-the-flag problem and

illustrating the desired solution approach via a 1-dimensional example in Section 3.1.

Next, the Hamilton-Jacobi-Isaacs reachability method for finite time horizons is in-

troduced in Section 3.2, along with a discussion of the relative merits of the finite and

infinite horizon approaches, and their extension to multi-stage games. The finite hori-

zon reachability method is then applied to the game of capture-the-flag in Section 3.3,

with simulations presented in Section 3.4 to illustrate the solutions so generated. Ex-

perimental validation of the solutions with human agents in the BEARCAT platform

are presented (without the use of UAVs) in Section 3.5, including detailed examina-

tion of the use of the system when the assumption of perfect state knowledge does not

hold. A discussion of the theoretical and experimental results concludes the chapter.

The algorithmic results underlying this work were first presented in [32].

3.1 1 vs. 1 Capture-the-Flag

The game considered here is a simplified version of capture-the-flag with a single

agent on each team and full observability. The objective of the first agent, called

the attacker, is to arrive at the flag and subsequently return to a safe region. The

objective of the second agent, called the defender, is to prevent the attacker from
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Figure 3.1: The basic configuration of the capture-the-flag game.

completing these tasks. The problem then is to characterize the sets of attacker and

defender configurations for which there exists a winning strategy for either agent, as

well as to find the strategies that ensure those winning conditions.

3.1.1 Problem Formulation

The game domain is assumed to be some finite closed set Ω ⊂ R2. The set Ω can

be regarded as the allowable free space for the agents to occupy, and in general may

not be simply connected. For example obstacles for both agents may be represented

as holes in Ω. The “safe” return region for the attacker is a set R ⊂ Ω, and the flag

is located in a set F ⊂ Ω. For simplicity of illustration, the sets Ω and R in the

examples discussed below will be defined as rectangular regions, with F defined as a

circular region with radius rf (see Figure 3.1). However, the computational methods

described in this chapter are not limited to these simple geometric shapes.

The state of the game is described by the vector x = (xa, xd) ∈ R4, where xa and

xd are the planar positions of the attacker and defender, respectively, and Ω2 ∈ R4
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denotes the joint domain of both agents. The equations of motion are given by

ẋa = u, u ∈ U,
ẋd = d, d ∈ D.

where u and d are the inputs of each agent, constrained to lie within sets U and D,

respectively. The initial state is described by x(0) = (x0
a, x

0
d) = x0. For this example,

U and D are represented by speed limits va,max and vd,max, with ||u||2 ≤ va,max and

||d||2 ≤ vd,max. It is not necessary to assume that va,max = vd,max, and the maximum

speeds may vary throughout Ω.

As per the rules of the game described in Section 1.4, the defender is constrained

to remain outside of the flag and return regions, while the attacker can move freely

through either. The attacker is considered to be intercepted by the defender if the

attacker comes within some capture set centered on the defender, defined here as

C = {x | ||xa − xd||2 ≤ rc} where rc is a constant capture radius.

Victory for the attacking agent is attained by meeting all of the following condi-

tions, assuming the game takes place over some finite time horizon [0, Tf ] with a time

duration Tc allocated for flag capture and Tr allocated for flag return:

• Flag capture: xa(Tc) ∈ F for some finite time horizon Tc where 0 ≤ Tc ≤ Tf

• Flag return: xa(Tc+Tr) ∈ R for some finite time horizon Tr where Tr +Tc ≤ Tf

• Avoiding defender capture:

xa(t) ∈ Ω
∧

x 6∈ C for all time t ∈ [0, Tr]

In addition, the attacker also wins if at any time the defender violates the rules of

the game by entering the flag or return regions. Victory for the defending agent

is achieved by preventing the attacker from achieving any of the above conditions

by Tf while obeying the constraint xd ∈ Ω \ (F ∪ R). It should be remarked that

when Tf is small, the options of the attacking agent may be severely restricted by

the time limit. Correspondingly, this also leads to simplistic delaying strategies by

the defending agent. Motivated by this consideration, the work presented here will

primarily be concerned with scenarios where Tf is large, and as Tf approaches ∞.
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It is assumed that the positions of both agents are fully observable to each other,

and that the defender input d(t) may be a function of the attacker input u(t) at each

time t. The latter assumption corresponds to a choice in the order of play to prevent

an infinite regression of second-guessing between the agents. Thus the solution is

technically conservative on the part of the attacker, in that the defender has access

to the attacker’s control inputs. However, for the agent dynamics considered here,

the opposite order of play leads to an equivalent problem formulation and identical

solutions. The attacker input is determined by an attacker strategy µ(x(t), t), with

u(t) = µ(x(t), t). The defender strategy is similarly determined by a defender strategy

γ(x(t), u(t), t). The sets of admissible attacker and defender strategies are defined as

U = {µ : R4 × [0, Tf ]→ U} and D = {γ : R4 × U × [0, Tf ]→ D}, respectively.

The goal here is to provide a solution to this two-agent game of capture-the-flag

in terms of both the winning regions and winning strategies for each agent. For the

attacker, this means determining the subset of initial configurations WA ⊂ R4 for

which there exists a feasible attacker strategy for achieving the victory conditions,

regardless of the strategy of the defending agent. Furthermore, for any configuration

in WA, it is also necessary to determine a winning strategy that ensures meeting

the attacker victory conditions. Clearly, for any permissible initial configuration

outside this set, there exists some defender strategy so as to prevent the attacker from

achieving victory, regardless of the attacker strategy. Thus, the defender winning set

WD is given simply as Ω2 \WA.

The game occurs over two stages: when the attacker is attempting to achieve

flag capture, and then subsequently when the attacker is attempting to achieve flag

return. In building up towards the winning sets, some intermediate winning sets for

the flag capture and flag return stages of the game will also be characterized. The

sets are defined as follows:

• Flag Capture Set FA: configurations from which the attacker can achieve flag

capture while avoiding defender interception.

• Stop Capture Set FD: Ω2 \ FA, where the defender can prevent flag capture

by the attacker.
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Figure 3.2: 1-dimensional example illustrating (a) the joint state space and
the current state of the game, along with the agents’ inputs, the targets
and winning configurations for the agents for (b), (c) flag capture and (d),
(e) flag return, and (f) the winning configurations for the full game.

• Flag Return Set RA: configurations from which the attacker can achieve flag

return while avoiding defender interception.

• Stop Return Set RD: Ω2 \RA, where the defender can prevent flag return by

the attacker.
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3.1.2 1-Dimensional Example

A 1-dimensional example game is presented in Figure 3.2 to clarify the region defini-

tions and the concept of winning regions presented in the preceding text. Figure 3.2a

shows the joint state space for a 1-dimensional game, with the attacker coordinate

plotted on the horizontal axis and the defender coordinate plotted on the vertical

axis. The current state of the game as illustrated is shown along with the possible

inputs of the two agents. Note that the attacker input u moves the state along the

xa (horizontal) axis, and similarly the defender input d moves the state along the xd

(vertical) axis. It is obvious that in the initial configuration shown in Figure 3.2a

there is no way for the attacker to reach the flag without being intercepted by the

defender.

Figure 3.2b illustrates the desired terminal configurations for each agent in the

flag capture stage of the game. The target configurations for the attacker are denoted

FJ and are highlighted in blue, representing the set of states where the attacker has

entered F , or the defender has forfeited by either exiting the game region or entering

F or R. Similarly, the defender’s target configurations CJ are highlighted in red,

denoting the states where the attacker has either been intercepted by entering C or

has exited Ω. From this, the winning regions for the flag capture portion of the game

can be determined by inspection as those identified in Figure 3.2c. Intuitively, the

attacker winning configurations FA correspond to states where the defender is not

between the attacker and the flag, and FD comprises the remainder of the states.

Similarly, the target configurations for the flag return stage are shown in Fig-

ure 3.2d with winning configurations for each agent illustrated in Figure 3.2e. Note

that in order for the attacker to win the full game, it must first reach the flag and

then return it to safety. This requires the flag capture portion of the game to end

with the joint state in RA, that is, the attacker must reach the flag in such a way that

it can safely return while avoiding interception. Thus the full winning configuration

for the attacker WA will be the darker blue region as shown in Figure 3.2f, with WD

as the light red region.

The 1-d example is discussed to give some intuition into the nature of the winning

regions in the joint state space of the agents and what they represent. For this simple
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example, the regions can be found trivially by inspection, but the computation of

such sets in R4 is a more complex matter. The agents are not constrained to move

on a line, but may move around each other and around obstacles in the state space.

Instead, the full game will be characterized using reachability to find the desired sets.

The reachability formulation is described below, and then used to find solutions for

capture-the-flag.

3.2 Computing Reachable Sets via Hamilton-Jacobi-

Isaacs Equations

Capture-the-flag falls naturally under the framework of differential games due to the

competing objectives of the attacking and defending agents [11]. This allows the

winning regions of the attacker and defender to be characterized via the results of

numerical Hamilton-Jacobi-Isaacs reachable set calculations [12].

Although it is possible to use geometric analysis to construct solutions for simple

configurations of the game regions, the numerical approach allows arbitrarily complex

domains to be addressed, including domains with obstacles which both agents must

avoid. Moreover, this framework naturally allows for the sequential aspect of the

game, where the attacker must first reach the flag zone and then subsequently return

to safety. Such sequencing can be very difficult to analyze using geometric analysis.

The solution presented will be based on the use of a time dependent reachability

formulation over finite time horizons. The use of a finite horizon formulation better

aligns with the limited time nature of actual games of capture-the-flag, and is also

preferred over a static, infinite horizon formulation for numerical reasons, due to the

presence of infinite values in the infinite horizon solution. The finite horizon approach

will be presented in detail, and its relationship to the infinite horizon problem and the

trade-offs involved in the two approaches will also be discussed. The generalization of

reachability methods to games played over multiple stages will also be addressed. For

the purposes of this discussion, general, generic dynamics and time horizons will be

used, and specific application to capture-the-flag will be demonstrated in the following
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section.

3.2.1 Finite Horizon Reachability

The two sides in a general differential game will be referred to as the control and the

disturbance. This choice of naming reflects the fact that although the solution for a

general game finds the control inputs for both sides, the game is often being solved for

an application that requires controlling a specific side. The other side is then regarded

as a disturbance whose adversarial actions must be accounted for and rejected by the

control. This chapter considers solutions for both sides, although subsequent chapters

focus on one particular side. Note that each side in a reach-avoid game may consist

of multiple agents.

The continuous dynamics are assumed to be modeled by the ordinary differential

equation

ẋ = f(x, u, d), x(0) = x0 (3.1)

where x ∈ Rn is the system state, u is the input of the control, d is the input of

disturbance, and x0 is the initial condition. The input ranges of the control and

disturbance are denoted by U and D, respectively.

The game is assumed to be played over a finite horizon T . The control selects

inputs u(t), t ∈ [0, T ], satisfying u(t) ∈ U , possibly as a function of the state x(t),

according to a strategy µ(x(t), t) with u(t) = µ(x(t), t). Similarly, the disturbance

selects inputs d(t), t ∈ [0, T ], satisfying d(t) ∈ D. However, this selection is allowed

to be a function of both the state x(t) and the input u of the control, with the

strategy denoted γ(x(t), u(t), t). This order of play reflects an conservatism by the

control, as the desire usually is to find a strategy that is successful even in the worst

case. The set of permissible strategies for the control and disturbance are denoted by

U = {µ : Rn × [0, Tf ]→ U} and D = {γ : Rn × U × [0, Tf ]→ D}, respectively.

Now consider a target set T and an undesired set K, with T , K ⊂ Rn and time

horizon [0, T ]. The problem is to compute the set of initial conditions x0 ∈ Rn for

which there exists some choice of control strategy µ ∈ U, such that regardless of the

choice of disturbance strategy γ ∈ D, the state trajectory x(·) under equation (3.1)
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satisfies x(t) ∈ T for some t ∈ [0, T ] and x(s) /∈ K, ∀s ∈ [0, t]. In other words, this

is the set of initial conditions from which the system can be steered into T within

finite time by the control, while avoiding K at all times, regardless of the disturbance

strategy. This set is denoted byRAT (T , K), and will be referred to as the reach-avoid

set over [0, T ].

Under suitable conditions, given in [12] and [50], the reach-avoid set can be ob-

tained from the solution of a constrained Hamilton-Jacobi-Isaacs (HJI) partial differ-

ential equation (PDE), using a level set representation of sets. Under this representa-

tion, a set G ⊂ Rn is defined implicitly as the sub-level set of a function JG : Rn → R,

such that G = {x | JG(x) ≤ 0}. Set operations proceed straightforwardly using the

max and min functions, where A ∪ B = min(JA, JB) and A ∩ B = max(JA, JB) and

other set functions follow accordingly [50].

The reachability computation is performed via the solution to a terminal-cost

differential game beginning at time t = 0 and ending at time t = T . The level set

representation JT of the target region T can be used to define a final cost at t = T ,

where JT (x) ≤ 0 implies that x ∈ T and JT (x) > 0 implies x /∈ T . To drive the

system into T , the control is modeled as attempting to minimize the terminal cost

JT , and the disturbance as maximizing. Assume that the game begins at time t = 0

with state x0 and ends at t = T . Both the control and disturbance play optimally,

and at the end of the game the system is at a state x(T ). If JT (x(T )) ≤ 0, then the

control has successfully guided the system into T and x0 ∈ RAT (T , K), otherwise

the disturbance has won and x0 /∈ RAT (T , K). The reachability computation is then

equivalent to finding, for an initial state x0, what the terminal cost will be if the game

were to begin at x0 and both sides play optimally until T .

This can be encapsulated by defining a cost function J(x, t), which for state x at

time t is

J(x, t) = min
µ∈U

max
γ∈D

JT (x(T )) (3.2)

That is, the current value J(x, t) for a particular state x at a time t reflects the final

value of the game at time t = T if the game were to proceed optimally starting at

x. Reach-avoid sets for a game occurring over [0, T ] can then be found by computing
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J(x, 0) for all points x.

This cost function J(x, t) is the viscosity solution [51] of the following constrained

terminal value HJI PDE,

∂J

∂t
+ min

[
0, H

(
x,
∂J

∂x

)]
= 0, J(x, T ) = JT (x) (3.3)

subject to

J(x, t) ≥ −JK(x)

where H is the optimal Hamiltonian

H (x, p) = min
u∈U

max
d∈D

pTf(x, u, d)

and JT , JK are the level set representations of T and K, respectively, with p = ∂J
∂x

.

This computation proceeds backward in time, starting from the final value J(x, T )

and integrating backward until J(x, 0) is found.

The reach-avoid set can now be found, as

J(x, 0) ≤ 0⇒ JT (x(T )) ≤ 0⇒ x ∈ RAT (T , K)

and the reach-avoid set is given by

RAT (T , K) = {x | J(x, 0) ≤ 0}

An accurate numerical solution to equation (3.3) can be computed using the Level Set

Toolbox for MATLAB [52]. As the grid required to represent the state space grows

exponentially with the number of continuous states, this method may be limited

computationally. Currently, systems of up to 4 dimensions can be handled easily, and

solutions have been found for some systems with 5 dimensions [53]. Details of the

theoretical formalism may be found in [12, 50], and a schematic description of the

approach, including a dynamic programming derivation of the approach and some

geometric insights, may be found in [37].
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3.2.2 Infinite Horizon Reachability

The finite horizon reachability formulation requires the solution of a time dependent

HJI equation backward in time over the entire time horizon. If the game is to be

played over very long horizons that approach infinity, it is also possible to address the

infinite horizon problem directly. However, although this approach is theoretically

sound there are practical issues (discussed below) that make the time dependent

approach preferable in this particular application.

The solution to the infinite horizon reachability problem proceeds via a static

(time independent) HJI equation, where the value is the time required for arrival at

the target set T while avoiding K. The control is attempting to minimize this time

and the disturbance is attempting to maximize. The optimal value of the game VT (x)

for a state x is then:

VT(x) = min
µ∈U

max
γ∈D
{t | x(t) ∈ T ,x(s) /∈ K, ∀s ∈ [0, t]}. (3.4)

For states where T cannot be reached while avoiding K, VT (x) is infinite. The

value so defined satisfies the following Hamilton-Jacobi-Isaacs equation [9]:

min
u∈U

max
d∈D

[
∂VTT
∂x

f(x, u, d)

]
+ 1 = 0 (3.5)

subject to the following boundary conditions

VT (x) = 0,x ∈ T
VT (x) = ∞,x ∈ K.

The time dependent and time independent HJI equations are related in the following

manner: where VT is differentiable, T -level sets of VT are equal to the 0-level sets

of the time dependent value J(x, 0) for the same game (with same T and K) played

over a time horizon [0, T ], specifically

VT (x) = T ⇒ J(x, 0) = 0. (3.6)
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This corresponds naturally to the intuition that both VT (x) = T and J(x, 0) = 0

imply that the system can be driven into T in at most time T , starting from x. Thus

the finite horizon reach-avoid set RAT (T , K) can be found using the infinite horizon

value as

RAT (T , K) = {x | VT (x) ≤ T}

and the infinite horizon reach-avoid set RA(T , K) can be found as

RA(T , K) = {x | VT (x) <∞}

Note that the infinite horizon reach-avoid set RA(T , K) can also be found by com-

puting the finite time reachable set RAT (T , K) over a time horizon T and allowing

T →∞.

The practical use of the infinite horizon formulation is affected by two factors.

First, equation (3.5) cannot be directly solved numerically due to the presence of

infinite values. Instead, solution typically proceeds via the Kruzkov Transform [54]

UT (x) = 1− e−VT (x),

thus mapping values 0−∞ to 0− 1 instead. This transformation allows for efficient

solution via numerical methods, however numerical diffusion in the solution introduces

small errors that makes it difficult to precisely locate the boundary between VT =∞
and VT < ∞. For example, consider a case where UT (x) is 1 for some x, implying

that VT (x) =∞ and that the point x is outside of the reachable set. In this case, a

small numerical error may render UT (x) to be less than 1, erroneously giving a finite

value for VT (x) and placing the point inside the reachable set. Similarly, numerical

errors in the opposite direction may falsely exclude points from the set. This makes

it difficult to determine where the game is actually winnable for a given side, as the

boundary of the infinite horizon reachable set cannot be precisely ascertained.

Another issue is that the static value represents the game from the perspective

of a particular side. For states where the disturbance wins the game by preventing

the system from reaching T , the value VT (x) is infinite and thus the gradient ∂VT
∂x

is
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undefined. The optimal input for each side is typically computed via the Hamiltonian,

which depends upon the gradient of the value function. This means that to extract

control inputs the game must be solved separately with a new value defined. For

example, one may consider the disturbance as attempting to reach the avoid region

K and solve the game with the minimization and maximization reversed. Note that

even this is insufficient, as there may exist states from which x cannot be driven into

either T or K, which according to the original definition of the game still results in

victory for the disturbance.

The additional complications engendered by the infinite horizon formulation make

it less suitable for the reachability computations of interest than the finite horizon

approach, thus the solution to capture-the-flag will proceed using the finite horizon

reachability formulation.

3.2.3 Multi-Stage Games

The final issue that must be addressed is the extension of the reachability for-

mulations discussed above to multi-stage games, where a sequence of target sets

Ts = (T1, . . . , TNs) must be reached in order, while avoiding a sequence of avoid sets

Ks = (K1, . . . , KNs) for Ns separate stages. To complete the entire sequence, it is

clearly insufficient for the control to drive the system into a target Tk during the kth

stage and hope for the best. In order to subsequently reach Tk+1, the system must also

be in the appropriate reach-avoid set for Tk+1. The construction of the reach-avoid

set for the entire sequence must be constructed from the final target set backwards

to the first.

For the infinite horizon case, let RAk+ represent the set of states that can reach

the entire sequence of targets Tk+ = (Tk, . . . , TN) in order while avoiding the entire

sequence of avoid sets Kk+ = (Kk, . . . , KN). The initial reach-avoid set RA1+ can

be found inductively from RANs+. Clearly, RANs+ = RA(TNs , KNs). Stepping

backward, each RAk−1+ can be found from RAk+ as

RAk−1+ = RA(RAk+ ∩ Tk−1, Kk−1)
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and RA1+ can be found accordingly.

For a finite horizon game occurring over horizon [0, Tf ], with a sequence of stage

time horizons T1, . . . , TNs where
∑Ns

i=1 Ti = Tf , the multi-stage reachable set RATf ,1+

can be found similarly. Again, each stage of the game must end in the reach-avoid

set for the next stage, thus the construction of the initial set begins from the final

stage and works backward. In this case, the final stage reachable set is RATNs ,Ns+ =

RATNs
(TNs , KNs) and each intermediate stage can be found as

RATk−1+,k−1+ = RATk−1
(RATk+,k+ ∩ Tk−1, Kk−1)

where Tk+ =
∑Ns

j=i Tj is the remaining time for all future stages after stage k.

With these constructions, it is possible to apply reachability to multi-stage reach-

avoid games like capture-the-flag. The solution to capture-the-flag using finite-horizon

reachability will now be presented.

3.3 Characterization via Reachability

The solution to the 1 vs. 1 capture-the-flag game can now be found by characterizing

the attacker victory sets FA, RA, and WA using the reach-avoid operator. The cor-

responding defender victory sets FD, RD, and WD can be obtained via the relations

described in Section 3.1. Under the differential game setting, the attacker takes on

the role of the control, while the defender takes on the role of the disturbance. For

the system dynamics of capture-the-flag, the optimal Hamiltonian is

H (x, p) = min
u∈U

max
d∈D

[
∂JT

∂xa
u+

∂JT

∂xd
d

]
(3.7)

where J is defined as in equation (3.2). Note that, although formally the framework

is conservative on behalf of the control with regard to the disturbance, in this case

the dynamics of the two agents decouple, and the solution is identical no matter the

order of play.
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3.3.1 Constructing the Winning Sets

The construction of the winning sets will proceed backward, starting with the flag

return stage in order to determine the terminal conditions for flag capture that could

result in successful return. First, consider the flag return stage independently, as

taking place over some time horizon [0, Tr]. The winning condition for the attacker

during this stage is to arrive in the return region R within [0, Tr], while avoiding

interception by the defender. This portion of the game terminates at a time t with

0 ≤ t ≤ Tr if the attacker arrives in R or is intercepted by the defender. If the

attacker is unable to reach R by Tr, the defender wins.

The rules require both agents to stay within the game region Ω and the defender

to remain outside of F and R. The constraints for each agent are encoded as part of

the winning conditions for the other, so that the attacker wins if the defender violates

its constraints and vice versa.

The formal definition of the winning conditions for each agent follows. Let x be the

joint configuration (xa, xd), ΩC the complement of Ω in R2, and GA =
{
x | xa ∈ ΩC

}
,

then the attacker winning conditions as described above are OR ∨OD, where

OR = {∃t ∈ [0, Tr], xa(t) ∈ R ∧ x(s) /∈ C ∪GA,∀s ∈ [0, t]}
OD =

{
∃t ∈ [0, Tr], xd(t) ∈ F ∪R ∪ ΩC ∧ x(s) /∈ C ∪GA,

∀s ∈ [0, t]}

Define the sets GD =
{
x | xd ∈ F ∪R ∪ ΩC

}
and GR = {x | xa ∈ R}. Then the

attacker target set in the flag return stage can be defined as the set RJ = GR ∪GD,

and the defender target set is CJ = C∪GA. The flag return set can then be computed

as

RA = RATr(RJ , CJ) (3.8)

Now consider the flag capture stage of the game, with a time horizon of [0, Tc].

If the second stage of the game is ignored, then the goal of the attacker is to simply

arrive in the flag region F within [0, Tc] while avoiding interception by the defender,

and the goal of the defender is to intercept the attacker or prevent the attacker from
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reaching F . Using the same constraint encoding as before, the attacker winning

condition for this stage is given by OF ∨OD, where

OF = {∃t ∈ [0, Tc], xa(t) ∈ F ∧ x(s) /∈ C ∪GA,∀s ∈ [0, t]}

and OD is modified with time horizon Tc. Define the set GF = {x | xa ∈ F}. Then

the attacker target set in the flag capture stage can be defined as FJ = GF ∪GD, and

the flag capture set can be computed as

FA = RATc(FJ , CJ) (3.9)

When both stages of the game are considered, it is clearly insufficient for the

attacker to simply arrive in F . If the defender chooses a strategy such that the

attacker arrives at the flag but the overall state x is in a configuration outside the flag

return set RA, then the defender can prevent the attacker from returning safely to R.

Instead, the multi-stage solution must be used, with Ts = (F,R) and Ks = (CJ , CJ),

with the same avoid set in each stage. The time horizons are (Tc, Tr) with Tc+Tr = Tf .

The attacker’s winning set WA is then simply RATf ,1+ with respect to Ts and Ks as

defined above.

In this two stage game, the results can be written explicitly. The attacker must

reach the set of configurations R̃A = GF ∩ RA during the first stage of the game,

reflecting that the attacker must reach the flag and be in a safe return configuration.

This corresponds to the modified attacker objectives during the flag capture stage

ÕF ∨OD, where

ÕF =
{
∃t ∈ [0, Tc],x(t)∈R̃A ∧ x(s) /∈C ∪GA,∀s ∈ [0, t]

}
From this, the modified attacker target set in flag capture must be F̃J = R̃A ∪ GD

and the attacker winning set is then

WA = RATc(F̃J , CJ).
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3.3.2 Strategies

Winning strategies in regions of the state space where the solution J to equation (3.3)

is differentiable can be synthesized based upon the approach described in [12]. For

reach-avoid and pursuit-evasion games, the solution to the HJI equation is typically

differentiable away from some singular surfaces where the winning strategies are not

uniquely defined [11]. With arbitrarily small perturbations from these surfaces, the

solution becomes differentiable, allowing application of the techniques described here.

Under this setting, for x ∈ RAT (T , K), the strategy that allows the control to

achieve the desired objectives regardless of the disturbance strategy is described by

µ(x, t) = arg min
u∈U

max
d∈D

p(x, t)Tf(x, u, d), t ∈ [0, T ] (3.10)

where p = ∂J
∂x

and the dependence of the state on t is dropped for clarity. Similarly, for

x /∈ RAT (T , K), the disturbance strategy that is guaranteed to prevent the control

from achieving the desired objectives is given by

γ(x, u, t) = arg max
d∈D

p(x, t)Tf(x, u, d), t ∈ [0, T ] (3.11)

Given the numerical computation of the set RAT (T , K), the derivatives of J are

not available in closed form. Nonetheless, approximate strategies can be obtained by

computing numerical derivatives of J .

For the capture-the-flag problem, the optimal Hamiltonian is given by equa-

tion (3.7). Let pu = ∂J
∂xa

and pd = ∂J
∂xd

. From this the explicit winning strategies

can be computed as

µ(x, t) = −va,max
pu(x, t)

||pu(x, t)||2
(3.12)

γ(x, u, t) = γ(x, t) = vd,max
pd(x, t)

||pd(x, t)||2
(3.13)

Note how the choice of agent order does not affect the agent strategies in this problem

as the optimal defender and attacker inputs are independent of each other.

Over short time horizons, time varying strategies can be synthesized for the flag
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capture and flag return stages of the game as per equations (3.12) and (3.13), using

WA and RA, respectively. Under the attacker control strategy constructed from WA,

the trajectory x = (xa, xd) is guaranteed to enter R̃A within [0, Tc], satisfying the flag

capture objective. At the time instant when x(t) ∈ R̃A, the attacker can switch to

the control strategy constructed from RA and safely return to R, thus winning the

game.

In cases in which the solution to equation (3.3) converges, namely limt→∞ J(x, t) =

J∞(x) for some J∞ : Rn → R, time-invariant control strategies approximating equa-

tions (3.10) and (3.11) can be constructed. Specifically, suppose J is computed nu-

merically at time steps kτ, k = 0, 1, ... for a time step τ . An index kf can be selected

at which ||J(·, kfτ) − J(·, (kf + 1)τ)||∞ < ε, for some tolerance ε > 0. If ε is chosen

sufficiently small, it can be reasonably assumed that J(·, t) ≈ J(·, kfτ), ∀t > kfτ .

This allows the long term strategies of the two agents to be approximated by

µ(x) ≈ arg min
u∈U

max
d∈D

p(x, kfτ)Tf(x, u, d)

γ(x) ≈ arg max
d∈D

p(x, kfτ)Tf(x, u, d)

For this application, the sets RA andWA typically converge numerically for sufficiently

large Tr and Tc, leading to approximate long term strategies for the attacker and

defender.

The methods presented above are sufficient to construct a solution to the game of

1 vs. 1 capture-the-flag, giving both the initial conditions that lead to victory for each

agent as well as the optimal inputs necessary to achieve victory. The following sections

will illustrate the approach in simulation, and then show how these computations can

be used in experimental games with human agents.

3.4 Simulation Results

The HJI reachability solution to capture-the-flag is illustrated here via an example

with va,max = vd,max = 1, rf = 1, rc = 0.5, and Tc = Tr = 12. The value function

is computed using the Level-Set Toolbox [52]. For the particular set of parameters,
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Figure 3.3: The overall winning region WD of the defender for xa = (0, 2),
with RD and FD super-imposed for comparison.

the value functions for the two stages of the game both converge to fixed points after

about 6 time units. The actual winning regions lie in the 4-D joint configuration

space x, but for visualization purpose, slices are shown in 2-D with xa fixed. The

defender-winning sets FD, RD and WD, corresponding to configurations from which

the defender can always prevent the attacker from achieving the desired objectives,

are shown in Figure 3.3, with the attacker fixed at (0, 2). Observe that WD is much

larger than simply FD ∪ RD, reflecting strategies where the defender uses the time

during the flag capture stage to arrive at a configuration that blocks the attacker’s

return path.

Using the reachable sets, simulations were conducted where the attacker and de-

fender chose controls according to the strategies discussed in Section 3.3.2. Figure 3.4

shows two example scenarios, one for the flag capture stage and the other for the flag

return stage. In both cases, the defender started within the winning set and suc-

cessfully intercepted the attacker. More interesting scenarios involving the interplay
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Figure 3.4: Two simulations showing cases where the defender (red triangle,
dashed line) successfully intercepted the attacker (blue circle, solid line).
(a) shows a scenario for flag capture only, with the resulting trajectories
shown in (b). (c) and (d) show a similar scenario for flag return.
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Figure 3.5: Two scenarios showing combined winning regions WD for both
game modes. In (a) the defender (red triangle, dashed line) started inside
WD and successfully prevented the attacker (blue circle, solid line) from
returning with the flag, as seen in (b). (c) shows a case where the defender
began outside of WD, and was unable to prevent the attacker’s successful
flag capture and return, as shown in (d).
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between the flag capture and flag return stage are shown in Figure 3.5. In Figure 3.5a,

the defender started within the overall winning set WD, but outside the set FD. The

trajectories of the simulation in Figure 3.5b show that the defender did not try to

prevent flag capture. Instead it used the time it took for the attacker to reach the

flag to get into position to prevent flag return, thereby winning the game. On the

other hand, when the defender began outside WD, as in Figure 3.5c, the simulated

trajectory in Figure 3.5d shows that the attacker was able to successfully capture the

flag and return to the safe region, without being intercepted by the defender at any

point. Note how in this example the attacker did not take the shortest direct path to

F , but rather reached F at a point that is closer to R, making the subsequent return

path shorter and avoiding the defender.

The computation time of the reachable sets is strongly tied to the grid size and

the numerical scheme for obtaining the spatial derivatives. With 45 points in each

dimension, each set took approximately 1 hour to compute on an Apple Macbook

Pro laptop with a 2.66 Ghz Core i7 processor and 8 GB of RAM. Sets with 25 points

in each dimension can be computed in as little as 4 minutes.

It should be noted that some numerical errors are inevitable due to the necessity

of solving the HJI PDE on a discrete grid. In particular, the numerical differenti-

ation scheme is poorly equipped to handle sharp set boundaries, corresponding to

discontinuities in the spatial derivative. Due to this reason, it was observed that

near the intersection of FD with F , the zero sub-level set sometimes slightly under-

approximated the stop capture set, resulting in defender trajectories that began just

outside of FD (below the grid resolution) that nevertheless captured the attacker.

More accurate solutions can be obtained with finer spatial discretization, at the cost

of higher computational load. Another possible approach is to over-bound the nu-

merical error by some small ε > 0 and either choose the −ε or +ε level set boundaries

to ensure winning conditions for the attacker and defender, respectively.

In addition, in certain cases the value of J on the interior of RAT (G,A), that

is, where J < 0, may not be correctly preserved, leading to incorrect gradients and

correspondingly incorrect optimal inputs. The numerical scheme used here was some-

times susceptible to this error, as the scheme was designed primarily to compute the
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boundary of the reachable sets accurately. Thus the scheme does not always correct

for certain numerical issues that introduce errors in the value on the interior of the

sets, as they do not affect the propagation of the boundary. In these cases, the ap-

proximate optimal inputs may be found by storing the optimal inputs at points in

the joint state space as the boundary of the set passes over them. This process is

described below.

Note that from equation (3.6) the level sets of the infinite horizon value function

VT (x) = T are equivalent to the level sets of the finite horizon value J(x, 0) for a

game over a horizon of T . Thus, the outward normals of the sets are equal, and
∂J
∂x

= ∂VT
∂x

on the set boundary. Since the optimal infinite horizon control inputs are

µ(x) = arg min
u∈U

max
d∈D

∂VTT
∂x

f(x, u, d)

γ(x) = arg max
d∈D

∂VTT
∂x

f(x, u, d)

the approximate infinite horizon control inputs can be calculated for points in the

interior of the reachable set as

µ(x) = arg min
u∈U

max
d∈D

∂J(x, T ∗)T

∂x
f(x, u, d)

γ(x) = arg max
d∈D

∂J(x, T ∗)T

∂x
f(x, u, d)

where

T ∗ = min{t | J(x, t) = 0}.

As the boundary of the finite horizon reachable set moves during the computation of

the value J(x, t), the appropriate infinite horizon control inputs for x are captured

at the moment when the boundary of the set passes over x.

3.5 Experimental Results

The reachability method presented above was experimentally validated in a series of

tests using the BEARCAT platform (without UAVs). The tests were performed in
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various sections of the UC Berkeley campus, involving only the flag return stage of

the game. As the main purpose was to test the use of the reachable sets, only a single

stage of the game was considered in order to shorten testing time and simplify the

testing logistics. Each agent was equipped with an HTC Incredible smartphone that

displayed the positions of the two agents as well as visualizations of the reachable

sets and optimal inputs. Figure 3.6 shows a screenshot of a phone from the attacker

perspective.

Tests were conducted with the agents receiving reachability guidance and without.

When receiving reachability guidance, each agent could see the opponent’s winning

set as a function of the agent’s own position. As the optimal input is always to move

at the maximum speed, the optimal input was displayed as a suggested heading.

For example, in Figure 3.6 the reachable set displayed is the set of winning defender

positions relative to the current attacker position. The optimal heading is displayed

as a circular ring with an arrow in the direction of desired movement, against which

the agent can compare the current heading of the phone.

The solution to the game was pre-computed, with the 4-D value function and

partial derivatives stored on a PC laptop ground station that communicated with the

phones via 3G wireless. Agent GPS positions and heading were transmitted to the

laptop, which then performed the appropriate interpolation and transmitted the 2-D

reachable set information and optimal direction to each agent as required.

Two sets of experiments were performed to validate the use of reachability infor-

mation in the game. The first set of trials was played in a small, open area with no

obstacles with the agents walking, and was meant to test the feasibility of the phones

and the reachability computations. The second set of trials was played on a larger

area with a number of buildings serving as obstacles with running agents, and was

meant to evaluate the game in a more realistic capture-the-flag game setting.

3.5.1 Small Area Trials

Several trials were conducted in a small, obstacle-free area to evaluate the phone tech-

nology and communications architecture. For these tests, the phones communicated
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Figure 3.6: Screenshot of the attacker’s phone, showing the agents, the
return region R, and the defender’s winning region RD with respect to the
current attacker position. The blue ring around the attacker shows the
attacker’s optimal input, displayed as a direction to travel at max speed.

with the laptop ground station via WIFI, and the agents were within visual contact

of each other at all times. In these tests, the game region was defined as a 50m x

50m square, with the return region defined as a 5m deep strip running the width of

the game region at the northern (upper) portion of the region (see Figure 3.7). The

speed of both agents was limited to 3m/s, and the agents were instructed to main-

tain a walking pace. Trials were conducted where reachability guidance was provided

(a) to both agents, and (b) to one agent only. These tests demonstrated that the

hardware could provide reachability guidance for the agents in real time, and that

the reachability information could be used to play the game.

Reachability guidance for both agents

Four trials were conducted with both agents receiving full reachability information,

two with the defender in a winning initial condition and two with the attacker in a
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winning initial condition. In all cases, the game played out as predicted, as the agents

were able to play according to their optimal inputs, resulting in victory or defeat

according to the initial conditions. Figure 3.7 shows GPS data and images recorded

during one of these trials. This trial began with the attacker in a winning position.

The MATLAB plot for each snapshot shows the position of the attacker (blue circle),

the defender (red triangle), the flag region (green circle), and the return region (green

rectangle). The attacker was attempting to reach R at the upper (northernmost)

extreme of the game domain, defined by the green rectangle. The pink region shows

the defender’s winning regionRD plotted for the current attacker position. Figure 3.7a

shows the initial condition for this trial, where the defender was outside of RD. The

attacker therefore was guaranteed to win (reach R) by following the optimal input as

displayed by the phone. The remaining sequence illustrates the game being played

out. Notice that although the agents were attempting to follow the displayed inputs

as best they could, the actual path they traced out was not smooth, due to time delays

in communication, GPS tracking error, and errors in following the directed heading.

Nonetheless, the agents were able to follow the phone instructions and complete the

game.

Reachability guidance for a single agent only

As the game is deterministic, when both agents play optimally the result of the game

is determined completely from the initial conditions. A more interesting case is when

only one agent has access to the reachability information, and the other agent is left

to play freely, without guidance. For the purposes of this discussion, the agent with

reachability information will be referred to as the aided agent, and the agent without

will be referred to as the unaided agent.

Several trials were carried out in this manner, varying the aided and unaided

agents as well as the initial conditions. Trials where the aided agent was in a winning

position proved predictably uninteresting, as simply following the optimal heading

was sufficient to ensure victory. More illuminating results emerged from tests where

the aided agent began in a losing configuration.

Trials where the defender was the aided agent in a losing configuration did not
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Figure 3.7: Sequence of agent positions and reachable set data during an
experiment where both agents had access to reachability information. The
attacker (blue circle) was able to safely reach the return region and avoid
the defender (red triangle) by following the optimal heading recommen-
dations.
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produce unexpected results. In such cases the attacker could elude the defender

by simply heading away from the defender toward the corner of the return region.

However, an interesting new strategy emerged when the attacking agent was the aided

agent and in a losing initial position. In the first trial, the defender chose an incorrect

intercept angle and was unable to intercept the attacker. However, as the optimal

headings reported by the reachability information is deterministic, on the subsequent

trial the defender made an adjustment and was able to successfully intercept the

attacker. This led the attacker to innovate by introducing an element of uncertainty

into the game by “faking out” the defender. This is illustrated in Figure 3.8.

For the third trial, shown in Figure 3.8, the attacker did not initially follow the

optimal heading. Instead, the attacker moved in the opposite direction in a slightly

erratic manner, as seen in Figure 3.8b. The defender was forced to move in an attempt

to come between the attacker and R. However, the unpredictable movement of the

attacker caused the defender to exit the winning region RD, as seen in Figure 3.8c,

allowing the attacker to revert to following the optimal heading and subsequently

winning the game. The visual display of reachability information allowed the attacker

to instantly ascertain whether or not the “fake-out” maneuver had been successful.

Once the attacker could see that the defender had exited RD, the optimal heading

could be directly followed for guaranteed victory. Two more trials were conducted,

and in each case the attacker was able to successfully maneuver past the defender using

this strategy. Note however that this maneuver was only successful with asymmetric

reachability guidance. Subsequent tests of the “fake-out” maneuver when both agents

received reachability guidance showed that the reachability guidance for the defender

was able to correctly maintain the defender in a winning blocking position.

This maneuver highlights an important aspect of the reachability tools. Although

the attacker could not rely upon the reachability optimal heading when starting the

game in a losing configuration, the visualization gave the agent enough information to

decide when the heading recommendation was valid. The solutions not only provided

optimal inputs to the agents, but the reachable set visualizations also provided con-

textual information that let the agent know when the automation recommendations

could and could not directly provide a winning solution.
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Figure 3.8: Sequence of agent positions and reachable set data where the
defender (red triangle) did not have reachability information, but did begin
the game within the defender winning region. The attacker (blue circle)
moved unpredictably, causing the defender to move outside the winning
region, resulting in an attacker victory.
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3.5.2 Large Area Tests
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Figure 3.9: Screenshot of the laptop showing the game area with building
obstacles, the agents, and their respective winning regions with respect to
the other agent (map image courtesy of maps.google.com).

The second set of trials was carried out in a larger region, with buildings serving as

obstacles to movement. Although agent positions were still displayed on the phones,

the agents could not always see each other visually. The game area was approximately

200m x 180m, with a number of buildings serving as obstacles. Agent speeds for these

trials were capped at 5m/s, and the agents were permitted to run while playing.

Figure 3.9 shows a screen capture from the ground station, displaying the game

region with building obstacles, the positions of the two agents, and the respective

winning regions. The blue region displays RA(xd), the set of attacker positions which

are winning relative to the current defender location, and the red area is RD(xa), the

set of defender positions that are winning relative to the current attacker location.

The main purpose of these experiments was to validate the use of the reachability

information in a larger, more realistic game environment with greater agent speeds.

maps.google.com
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The results of the experiments demonstrated that the reachability support was still

useful and valid in the presence of obstacles, and at higher speeds, given that the

assumptions made in the computations held. However, the experiments also showed

that complications as a result of the more realistic game conditions can introduce some

uncertainty into the game, which cannot be accounted for via the current framework.

Although the reachability information was still used in playing the game, these factors

combined to reduce the direct utility of the reachability guidance as compared to the

earlier trials.

Communications delay and failure were major sources of uncertainty. In these

more complex tests, phone-to-phone and phone-to-laptop communications occurred

over the 3G wireless network, not WIFI. The 3G wireless link was not always perfectly

reliable, as signal quality could degrade when moving between buildings or simply due

to unknown external factors. A number of trials were affected by unpredictable delays

or packet loss, rendering agent positions unreliable. In these cases, the agents could

not rely on the phones to correctly report the location of the other agent, rendering

the reachability information less useful.

The terrain was another factor, as the game was played in a much more varied area

than before. Although large features such as buildings could be easily incorporated as

obstacles into the game, smaller terrain features such as fences and ledges could not

be easily identified from overhead imagery, and it was hard to identify which areas of

vegetation were passable and which were not. This meant that the optimal headings

could not always be directly followed, as certain small obstacles were not accounted

for. A mitigating factor is that, since there was one major building between the flag

and the return region, the agents’ choices were essentially between moving either left

or right around the building. As a result of this the optimal headings were mostly

ignored by the agents, and the reachability information was instead used as a “go/no-

go” tool, to decide when the attacker could safely make an attempt to run toward

the target set.

Although these difficulties combined to reduce the efficiency and accuracy of the

reachability guidance, the reachability solutions nonetheless played a useful role in

the game. In fact, the uncertainty introduced by these factors made for a much
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more exciting game with more room for human innovation. As in the “fake-out”

maneuver, the attacker could win even from a defender-winning initial configuration

by maneuvering the defender into a losing position. Since both agents had reachability

guidance this could only be accomplished by taking advantage of the uncertainties in

the agent positions. The fact that the agents did not have perfect information helped

the attacker to out-maneuver the defender. However, it also created an additional

difficulty for the attacker in being able to recognize when the defender had, in fact,

been out-maneuvered.

All of these factors combining had the interesting result of making gameplay much

more dependent on deception and managing opponent information, with the reach-

ability tool used as a decision-aid rather than a primary guide. Figure 3.10 shows

an example of such a game. The initial condition, seen in Figure 3.10a, was actually

an attacker-winning configuration. However, the agents were not in line-of-sight of

each other, and with the communications issues the attacker could not completely

trust the information displayed. Instead, both agents moved to get better visibility,

shown in Figure 3.10b, bringing the two agents into direct view of each other. Note

that the attacker stayed close to the southwest corner of the central building, which,

although not visible from the overhead views, was a fairly cluttered area. This caused

the defender to move south (down) in an attempt to better determine the location

of the attacker, gambling on being able to move back into a winning configuration

before the attacker could make a decision to go for the target set. Instead, this move

rendered the defender more fully visible to the attacker, who was also able to visually

establish that the defender was correctly reported by the phone to be well outside of

RD(xa). The attacker, now confident of victory, moved toward the target in the op-

posite direction, as seen in Figure 3.10c, and successfully arrived at R without being

intercepted, as shown in Figures 3.10d-f.

3.6 Discussion

The reachability-based approach presented in this chapter gives a complete solution

to the game of 1 vs. 1 capture-the-flag, where a single agent is attempting to reach a
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t = 0 t = 142 t = 363

(a) (b) (c)

t = 446 t = 500 t = 589

(d) (e) (f)

Figure 3.10: Sequence of screenshots from the ground station laptop showing
the game played in a large area with obstacles, at full running speeds,
with the attacker in blue, starting from the bottom of the screen, and the
defender in red, at the top (map images courtesy of maps.google.com).

maps.google.com
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target and subsequently return to safety while avoiding another agent. The solution

presented gives the set of initial conditions from which each agent can win, and also

gives a method for computing optimal inputs for each agent. The reachability method

is flexible and fairly powerful, and extends to a variety of other applications beyond

pursuit-evasion-style games, as will be shown in Chapter 6, where it is used in the

context of UAV control. The primary strengths of this approach from a theoretical

standpoint are that it finds guaranteed, optimal solutions, that it can be used for

arbitrary game geometries, and that it naturally handles multi-stage games.

Although not currently implemented, the approach discussed above can naturally

be generalized to a symmetric, two-sided game of capture-the-flag, where the two

agents may choose to switch between playing the roles of the attacker and defender.

This scenario would require the reachability value function to be computed for each

combination of roles. Once computed, these value functions can be directly used by

each agent to determine which choice of roles leads to victory.

There are two main drawbacks to the numerical reachability approach presented

in this chapter. The first is the need to compute the HJI value function numerically on

a grid. As the number of agents grows, the number of grid nodes grows exponentially

in the continuous states of the agents. Games with larger numbers of agents require

different methods, as will be addressed in the following chapters. In addition, grid

discretization limits the resolution of features that can be contained in the game

space, for example small obstacles such as trees and fences could not be included in

the obstacle set for the experiments. The second factor with this approach is the

limited ability to directly address games with uncertainty and limited information.

This would require formulations over sets of possible states, greatly increasing the

computational demands on any solution.

Nonetheless, the experimental validation has shown that despite these limitations,

the reachability solutions can be useful tools for human agents. The reachability

solutions not only provide recommendations as to the optimal direction of movement,

but also give a sense of context as to when those recommendations can be relied upon

to assure victory. As the large area tests showed, these tools are useful even when the

assumption that the state of all agents is constantly accessible cannot be relied upon.
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The following chapters will illustrate methods that address some of the weakness of

this approach in scenarios with many agents and with uncertainty.



Chapter 4

1 vs. Many: Open-Loop

Reachability

Consider the problem of a single attacker attempting to reach a target in the presence

of 1 or more defenders. Such a scenario is relevant not only to reach-avoid games like

capture-the-flag, but also to motion planning problems where an agent must navigate

to a goal in the presence of moving obstacles. To guarantee safety in worst-case

scenarios, such obstacles may be considered as adversarial defenders attempting to

collide with or capture the agent. By treating the agent as an attacker and the

obstacles as defenders, a safe solution path for the attacker, if found, guarantees that

the moving obstacles will never collide with the agent.

The previous chapter presented a method for computing solutions to reach-avoid

games with two agents that allows the sets of winning configurations for each agent,

as well as optimal inputs for the agents, to be found. As the number of agents in

a game grows, and with it the size of the grid required to represent the state space,

the numerical Hamilton-Jacobi-Isaacs solutions become intractable. Though optimal

solutions via HJI equations cannot be found, other methods can be used to quickly

provide feasible inputs.

This chapter presents an algorithm for computing a guaranteed safe path for a

single attacking agent to reach a sequence of target sets, while avoiding interception

by one or more defenders, in domains with arbitrary obstacle configurations. The

62
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problem is posed as an open-loop differential game (also known as a static game [55]).

In an open-loop game, the agents pick their inputs before the game is played, then

play out their input sequences in an open-loop sense. As in the preceding chapter, the

method described here is conservative from the perspective of the attacker, although

in this case the order of play does affect the solution. The attacker’s inputs are

selected and made known to the defenders before the defenders select their input

sequences. The conservatism implies that sometimes a winning path may not be

found, but when a path is found, it is guaranteed to reach the target and can be

computed in real time.

In contrast to the HJI reachability approach, the simpler information pattern of

the open-loop game (the choice of input sequences depends only on the initial con-

dition) reduces the computational task to solving low dimensional Hamilton-Jacobi-

Bellman equations in the state space of each agent, rather than a high dimensional

HJI equation in the joint state space of all the agents. This reduction is particularly

effective for games with many agents. Furthermore, the HJB formulation allows the

use of efficient and robust numerical algorithms, such as the fast marching method

(FMM), allowing solutions to be found in real time. However, the current formulation

does not allow the strategies of the defenders to be explicitly computed.

The organization of this chapter is as follows. Section 4.1 describes the open-loop

game formulation of the safe motion planning problem and its solution technique using

a modified fast marching method. For clarity, a single-stage problem with a single

target set and a single defender is first explored and then extended to the multiple

defender case. The formulation is then naturally extended to multi-stage games in

Section 4.2, in which the agent is given a sequence of target sets to be visited in

order. Simulation results are presented in Section 4.3. Section 4.4 concludes with a

discussion of the algorithm and results. The approach discussed in this chapter was

first presented in [33] and [34].
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4.1 The Open-Loop Reach-Avoid Game

The analysis of the open-loop reach-avoid game begins with an example for a single

attacker and defender with a single target region, which is then be generalized to

multiple defenders and sequential targets. As in Chapter 3, the control computation is

performed on behalf of the attacker, with the defender playing the role of a disturbance

that must be conservatively protected against. However, in the open-loop game the

order of play does affect the solution.

The game is therefore played in the following manner: first, the attacker decides

upon an input sequence, attempting to reach the target while considering the worst-

case actions of the defender. Then the defender chooses its input sequence, with full

knowledge of the attacker’s inputs. If the attacker is able to find an input sequence

that allows it to reach the target even with this advantage given to the defender,

then the attacker is guaranteed to reach the target no matter what the defender does.

This section formulates the open-loop pursuit-evasion game, and then presents an

algorithm which finds the solution to the game on behalf of the attacker by computing

the set of points reachable by the attacker while avoiding interception by the defender.

This solution is then generalized to multiple defenders.

4.1.1 Open-Loop Game Formulation

Both the attacker and the defender are confined to a domain Ω ⊂ R2. Ω may include

holes, representing obstacles in the state space. Let x = (xa, xd) ∈ R4 represent the

joint states of the attacker and defender, respectively, at a given time t ≥ 0, with

initial states x(0) = (x0
a, x

0
d) = x0. The dynamics of the two agents are as follows:

ẋa = u, u ∈ U,
ẋd = d, d ∈ D.

(4.1)

where u and d are the inputs of the attacker and defender, respectively and U , D

are the sets of control values for each agent with U = {u | ||u||2 ≤ va,max} and

D = {d | ||d||2 ≤ vd,max}. The maximum speeds va,max and vd,max are not necessarily
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constant throughout Ω. Let Uo = {µ : [0,∞) → U},Do = {γ : [0,∞) → D}, be

the sets of admissible open-loop input sequences. For this chapter, the attacker and

defender strategies µ and γ will be limited to the set of open-loop input sequences,

with µ ∈ Uo and γ ∈ Do.

Each input sequence will result in the agent moving along a particular path. A

path xa(·) is said to be admissible if it is a solution to equation (4.1) for some µ ∈ U
such that xa(t) ∈ Ω, ∀t ≥ 0. Admissible paths xd(·) for the defender may be defined

similarly. To simplify notation, the dependency of the paths xa(·) and xd(·) on the

strategies µ and γ and the initial conditions x0
a and x0

d will not be written.

Let T ⊂ Ω denote a closed target set. The attacker’s objective is to reach T
as quickly as possible, while avoiding interception by the defender. The attacker is

intercepted if it enters some capture set attached to the defender: xa(t) ∈ C(xd(t))

for some time t ≥ 0 and joint capture set C = {x | ||xa − xd||2 ≤ rc} with capture

radius rc. For simplicity of notation the capture set in R2 as a function of the defender

location C(xd(t)) will be written as C(t).

The attacker is attempting to minimize the time required to reach the target, and

the defender attempts to maximize, and the game is completely determined by the

initial positions of the agents. Thus the open-loop value for the game with respect

to an initial condition x0 is

VT(x0) = min
µ∈Uo

max
γ∈Do

{t | xa(t) ∈ T , xa(s) /∈ C(s),∀s ∈ [0, t]}. (4.2)

It is assumed here that the minimum of the empty set is infinity. Note that the value

so defined is nearly identical to the infinite time horizon HJI reachability value, with

the only difference being the type of strategies.

Equation (4.2) is a conservative estimate of the value from the attacker’s per-

spective and serves as an upper bound on the value. If VT (x0) < ∞, the attacker

is guaranteed an input sequence µ∗ ∈ Uo that will reach T at time t = VT (x0)

while avoiding interception, for any action by the defender. On the other hand,

VT (x0) = ∞ only means that knowing the attacker’s choice of inputs, the defender

has a choice of inputs resulting in interception of the attacker. Solving the open-loop



CHAPTER 4. 1 VS. MANY: OPEN-LOOP REACHABILITY 66

game requires computing VT (x0) and the safe inputs/path from a given x0
a to T if

such a path can be found.

4.1.2 Safe-Reachable Sets

The open-loop value VT (x0) can be found by characterizing the set of points in the

state space that the attacker can reach no matter what the defender does. Given an

initial condition x0, a point y ∈ Ω is safe-reachable if there exists some µ ∈ Uo and

t ≥ 0 such that xa(t) = y and xa(s) /∈ C(s) for all s ∈ [0, t] and γ ∈ Do. Such a

path xa(·) will be referred to as a safe-reachable path. The safe-reachable set S of the

attacker is then defined as

S = {y ∈ Ω | y is safe-reachable}.

Clearly, VT (x0) < ∞ if and only if there exists a safe-reachable point in the target

set, namely S ∩ T 6=∅.
The safe-reachable set can be found in the following way. Define the minimum

time-to-reach function ϕ : Ω→ R for the attacker, constrained to the set S as:

ϕ(y) = min{t | xa(t) = y, xa(s) ∈ S, ∀s ∈ [0, t]}. (4.3)

Similarly, the minimum time-to-reach function ψ : Ω→ R for the defender in Ω is:

ψ(y) = min{t | xd(t) = y, xd(s) ∈ Ω,∀s ∈ [0, t]}. (4.4)

and a minimum time-to-capture function can be defined as

ψc(y) = min{t | y ∈ C(xd(t)), xd(s) ∈ Ω,∀s ∈ [0, t]}. (4.5)

The minimum time-to-capture function is particularly important in that it represents,

for a point y, the minimum time required for the defender to capture the attacker if

xa = y. S is therefore

S = {y | ϕ(y) < ψc(y)}. (4.6)



CHAPTER 4. 1 VS. MANY: OPEN-LOOP REACHABILITY 67

x0
a x0

d

S

stage 1

Figure 4.1: S is the subset partitioned by the solid red curve containing x0
a.

Level lines of ϕ on S and ψc on Ω\S are plotted. The dotted blue circle
is the set of equal time-to-reach points of the attacker and the defender
when capture is not considered.

Figure 4.1 illustrates S, ϕ and ψ for an example where the attacker is twice as

fast as the defender. In this case C(xd(t)) = xd(t). As is shown here, in general the

safe-reachable set is not necessarily the same as the equal time-to-reach points for

the two agents, as there may be points that are only reachable for the attacker if it

moves past the defender. For comparison, the Apollonius circle showing the equal

time-to-reach points of the attacker and the defender is overlaid.

The value VT can now be found using ϕ, via the following result:

Theorem 1. VT (x0) = min{ϕ(y) | y ∈ T }.

Proof. First, consider the case in which VT (x0) = ∞. This implies that for any

attacker input sequence µ ∈ Uo, there exists a defender input sequence γ ∈ Do such

that the defender intercepts the attacker before the target set T is reached. Therefore,

S ∩ T = ∅, and there is no path that reaches the target without being captured, and

from equation (4.3), ϕ(y) =∞ for all y ∈ T , as desired.

If VT (x0) <∞, let x∗a(·) be the path corresponding to the input

µ∗ = arg min
µ∈Uo

max
γ∈Do

{t | x(t) ∈ T , xa(s) /∈ C(s),∀s ∈ [0, t]}.
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Observe that x∗a(t) ∈ S for all t ≤ VT (x0); indeed, if x∗a(s) 6∈ S for some s ≤ VT (x0),

there then exists some defender input sequence γ ∈ Do that successfully intercepts

the attacker, implying the contradiction VT (x0) =∞. Thus, VT (x0) is the minimum

time-to-reach to the target set T along admissible paths contained in the set S, which

is of course min{ϕ(y) | y ∈ T }.

Given this, the problem of evaluating VT (x0) now depends on computing ϕ. Ob-

serve that, as a consequence of this, the problem of computing a value for VT (x0) in

the high dimensional joint state space of the two agents has been reduced to solving

for ϕ in the lower dimensional state space of the attacking agent only. This result

not only speeds the computation for the game with two agents, but has important

consequences for finding solutions when additional defenders are introduced into the

game.

From optimal control theory, the minimum time-to-reach function is the viscosity

solution to a Hamilton-Jacobi-Bellman (HJB) equation [54]. For the particular dy-

namics at hand, the minimum time-to-reach ϕ as defined in equation (4.3) satisfies

the HJB equation
−min

u∈U
{∇ϕ(y) · u} = 1, (4.7)

with boundary conditions

ϕ(x0
a) = 0, (4.8)

ϕ(y) =∞, y ∈ Ω\S. (4.9)

While problems of the form of equations (4.7)-(4.9) can be solved in many ways when

S is known a priori, the challenge here lies in the fact that S itself depends on ϕ.

Instead, both the set S and the values ϕ will be computed simultaneously, using an

algorithm inspired by the fast marching method (FMM).

4.1.3 Modified Fast Marching Method

The safe-reachable set and minimum time-to-reach functions are computed on a grid

using a modified version of the fast marching method (FMM). The structure of the

algorithm is as follows. First, the minimum time-to-reach for every point in Ω is
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computed for the defender. Simultaneously, the minimum time-to-capture is also

computed. The set of safe-reachable points for the attacker is found in the following

way. Beginning with the initial attacker position, the set is expanded outward, com-

puting the time-to-reach for neighboring points and incorporating only points that

can be reached by the attacker before they can be captured by the defender. The

procedure terminates when all remaining points along the boundary are either outside

of Ω or cannot be reached by the attacker before being captured by the defender, and

the results give both the safe-reachable set and the minimum time-to-reach for both

agents for all points in the set.

Both computing the time-to-reach for the agents and expanding the set make use

of FMM. FMM [56, 57, 58], is a single-pass method used to numerically approximate

the Eikonal equation

v(y)‖∇ϕ(y)‖ = 1, y ∈ Ω \ O, (4.10)

with Dirichlet boundary conditions ϕ =∞ on ∂Ω and ϕ(y) = b(y), ∀y ∈ O, for some

closed set O ⊂ Ω and some boundary condition b(y).

The Eikonal equation can be used to compute the minimum time-to-reach from

an initial condition or to a target set. Note that equation (4.10) is equivalent to

equation (4.7) for the system dynamics here and if the boundary condition in O is

g(y) = 0,∀y ∈ O. That is, if v is a positive scalar function representing the maximum

speed, then the solution ϕ to equation (4.10) gives the minimum time-to-reach starting

from point y and ending in the region O, or starting from O and ending at y.

The value ϕ in equation (4.10) is approximated by a grid function ϕi,j on a uniform

2-D Cartesian grid G, where ϕi,j ≈ ϕ(yi,j), yi,j = (ih, jh) ∈ G and h is the grid

spacing. To simplify the treatment of the boundary conditions, assume that ∂Ω is

well-discretized by the grid points ∂G ⊂ G. The solution to equation (4.10) is found

via the finite difference approximation,

v(yi,j)
√

(ϕi,j −min{ϕi±1,j, ϕi,j})2 + (ϕi,j −min{ϕi,j±1, ϕi,j})2 = 1 (4.11)

The solution to equation (4.11) for ϕi,j can be found through the quadratic formula,
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and is called ϕ∗i,j = ϕ∗i,j(ϕi±1,j, ϕi,j±1, v(yi,j)). The scheme in equation (4.11) is con-

sistent and stable, and converges to the viscosity solution of equation (4.10) as h→ 0

[59].

The FMM algorithm computes the solution to equation (4.11) for the entire grid

by sequentially computing the value for each grid node in a particular order. The

value for each node is computed only a small number of times, resulting in signifi-

cant computational savings over the more general HJI solution methods referenced in

Chapter 3. At each iteration, FMM partitions the grid G into Accepted (nodes where

the approximation is solved and value is known), Narrow-Band (candidate nodes to

be added to Accepted) and Far Away (neither Accepted nor Narrow-Band). The

key principle exploited by the FMM is that of “causality” [56], which states that the

solution at a node only depends on adjacent nodes that have smaller values. This

defines an ordering of the nodes, in increasing values of ϕi,j; this ordering is realized

by adding the smallest valued candidate in Narrow-Band into Accepted at each step,

until all nodes are in Accepted. Essentially the algorithm begins with the Accepted

set as the known boundary conditions, then expands the set, computing the value for

points near the boundary (the Narrow-Band) until the values for all points on G have

been found. Schematically, the generic FMM is executed as follows:

1. Set ϕi,j =∞,∀yi,j ∈ G and label them as Far Away.

2. Set ϕi,j =b(yi,j),∀yi,j ∈ O, and label them as Accepted.

3. For all nodes yi,j adjacent to a node in Accepted, set ϕi,j = ϕ∗i,j and label them

as Narrow-Band.

4. Choose a node ymin in Narrow-Band with the smallest ϕi,j and label it as Ac-

cepted.

5. Set ϕi,j = ϕ∗i,j for all non-Accepted nodes adjacent to ymin from the previous

step, and (re-)label them as Narrow-Band.

6. Repeat from step 4, until all nodes are labeled Accepted.
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By choosing O to represent some small neighborhood of a point y, such that at least

one yi,k falls within O, the time-to-reach of all points to or from y can be computed.

The algorithm terminates in a finite number of iterations, since the total number

of nodes is finite. On a grid with M nodes, the complexity is O(M logM) and the

algorithm naturally extends to three or higher dimensions [57].

A modified version of FMM can be used to compute the solution to equations (4.7)-

(4.9) along with the set S. Assume that equation (4.4) is approximated by ψi,j ≈
ψ(yi,j) at each yi,j ∈ G, calculated using the unmodified FMM. For any capture set C,

a capture mask C̃(y) = {x | y ∈ C(x)} can be defined. Then the time-to-capture for

any node yi,j, denoted ψci,j, can be found as minx∈C̃(yi,j) ψi,j(x). The key observation

is that any node yi,j captureable by the attacker in time t=ϕi,j ≥ ψci,j cannot belong in

S. This calls for a simple modification to the FMM; namely, implement the method

with the boundary condition in equation (4.8) and insert immediately after step 4:

4.5) At node ymin
i,j , if ϕi,j ≥ ψci,j, then set ϕi,j =∞.

To see why this modification is sufficient, suppose that, at the start of step 3 of the

current iteration, all Accepted nodes have the correct ϕi,j value. Suppose also that

yi,j is the smallest element in Narrow Band and ϕ∗i,j ≥ ψci,j. Since ϕ∗i,j is computed

using neighboring Accepted nodes (which are assumed to have the correct values),

this implies that an optimal path in S would take longer than ψci,j to reach yi,j. Then,

ϕi,j =∞, since yi,j cannot be safe-reachable. On the other hand, if ϕ∗i,j < ψci,j, there

is a safe-reachable path in S that takes less than ψci,j time to reach yi,j. Thus, after

step 4.5, ϕi,j <∞ if and only if yi,j ∈ S. Since all Accepted nodes are initially correct

(step 2), the above argument holds inductively until all Accepted nodes are computed

correctly.

The result of the computation above is a grid G with nodes where ϕi,j approximates

the value of ϕ for each node yi,j. The safe-reachable set S can then be approximated

as

S ≈ {yi,j | ϕi,j <∞}.

Note that with more general dynamics that are not isotropic, the FMM is not
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directly applicable. However a similar causality-ordering procedure is possible via the

Ordered Upwind Method (OUM) [60], allowing the method to be eventually extended

to anisotropic [60] and non-holonomic [61] dynamics.

4.1.4 Extracting the Attacker’s Optimal Control and Path

If VT (x0) <∞, the next step is to identify the attacker’s optimal input sequence

µ∗ = arg min
µ∈Uo

max
γ∈Do

{t | x(t) ∈ T , xa(s) /∈ C(s),∀s ∈ [0, t]}.

Note that µ∗ is not necessarily unique, but all such inputs yield the same value VT (x0).

In fact, µ∗ is simply the optimal input sequence for the attacker corresponding to a

time-optimal safe-reachable path from x0
a to a point

xfa ∈ arg inf
y∈T ∩S

ϕ(y),

that is, a point in T that can be safely reached in the shortest time. Thus, ϕ can be

used to extract the optimal input sequence µ∗ = µ∗(y) where it is smooth. For the

velocity limited dynamics used here, µ∗(y) = −∇ϕ(y)/‖∇ϕ(y)‖. In general, ∇ϕ(y)

may not exist at some y ∈ Ω, representing points at which no unique optimal input

exists.

The optimal path x∗a(·) of the attacker can be computed by solving the ordinary

differential equation
ẋ∗a(t) = −µ∗(x∗a(t)) (4.12)

from t = ϕ(xfa) to t = 0 (backward in time), with a terminal condition x∗a(ϕ(xfa)) = xfa.

Due to the construction of ϕ, this will result in x∗a(0) = x0
a. This can be approximated

by any standard numerical ODE solver.

Note that the position and inputs for the defender are not explicitly computed in

this solution. As the attacker is able to reach the target using this open-loop input

no matter what the defender does, the actions of the defender can be safely ignored.

This does mean, however, that the open-loop formulation presented here cannot be

used to control the defender.
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4.1.5 Multiple Defenders

The open-loop game solution developed above can now be used for scenarios with

multiple defenders.

The addition of multiple defenders is a straightforward adaptation of the open-

loop game solution. Consider the presence of multiple defenders indexed 1, . . . , N ,

with distinct initial states and dynamics. The objective for the attacker is to find

a path to the target that avoids possible capture by any of the defenders. Thus,

the attacker must be able to reach points in the safe-reachable set in less time than

any defender. Let ψck be the minimum time-to-capture function for defender k. The

attacker must reach the point y in less time than the minimum of all of the time-to-

capture functions. Therefore

ψc(y) = min
k=1,...,N

ψck(y),∀y ∈ Ω

and S can be constructed in an identical fashion to the single defender case.

The key advantage to using the modified FMM solution for open-loop games

over the methods presented in Chapter 3 is that solutions for games with multiple

defenders are still computed on the lower dimensional state space for each agent.

Additional defenders only require the computation of ψck for each additional defender,

so computations scale linearly with the number of defenders rather than exponentially.

4.2 Open-Loop Multi-Stage Games

The previous section presented an algorithm for computing the minimum time-to-

reach to a single target set, subject to a collision avoidance constraint with respect to

one or more defenders. Like the reachable sets in Chapter 3, extending this solution

to a multi-stage game with multiple target sets is not simply a direct concatenation

of solutions to individual stages (see Figure 4.2).

Conceptually, the extension of the open-loop formulation and solutions to multi-

stage games is similar to the method in Section 3.2.3. Working backward from the

final target set, the solution for each preceding stage is constructed to ensure that the
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Figure 4.2: The concatenation of two single-stage optimal paths (dotted)
does not coincide with the two-stage optimal path (solid).

next target in the sequence is reachable. Unlike the reach-avoid sets in Section 3.2.3,

which are computed in the joint state space of all agents, S is computed in the

attacker’s state space only, and the movements of the defenders are not explicitly

computed. Instead, the set Ω \ S reflects all the states that could be captured by

a defender. To construct the solution to a multi-stage open-loop game, the attacker

must avoid all states that the defenders may reach during all stages of the game.

Thus, the open-loop solution to a multi-stage game will depend on computing ϕ to

correctly account for the defenders during each stage of the game.

For clarity and simplicity, the solution to open-loop multi-stage games will be

explored in detail with a two-stage game. Generalizing to an arbitrary number of

stages is a straightforward extension, and is briefly described in section 4.2.3.

4.2.1 Open-Loop Value for a Two-Stage Game

Let T1, T2 ⊂ Ω be disjoint target sets, such that the attacker’s objective is to first

reach T1, and then reach T2. As before, the attacker’s goal is to accomplish this in

minimum time, while avoiding all possible locations where it may be captured by

the defender. It is assumed that ϕ1 and S1 have been computed using the method

discussed in Section 4.1.3, and that miny∈T1 ϕ1(y) <∞ so that T1 is safe-reachable.

Suppose the attacker travels along a time-optimal safe-reachable path to a point

z ∈ T1 during the first stage; this will take (at most) ϕ1(z) time. Next, the attacker’s

goal is to find a time-optimal safe-reachable path from z to T2. The open-loop value

function is the minimum of the total time spent in the two stages, over all possible

intermediate points z ∈ T1:
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V2(x0)=min
z∈T1

[
ϕ1(z)+min

µ∈Uo

max
γ2∈Do

{t | xa(t) ∈ T2, xa(s) /∈ C(s), ∀s ∈ [ϕ1(z), t]}
]
, (4.13)

where, γ2(t) = γ(t+ϕ1(z)),∀t ≥ 0. The time shift in the defender’s input sequence

indicates that, at the beginning of the second stage, the defender could be at any point

that is reachable in time ϕ1(z). This modification captures the requirement that the

attacker must avoid all states that the defender may reach during both stages of the

game.

The open-loop value for the two-stage game in equation (4.13) can now be char-

acterized by computing the appropriate minimum time-to-reach function for the at-

tacker. Given x0 and T1, a point y ∈ Ω is second-stage safe-reachable if it is reachable

by a path of the attacker that first visits an intermediate point in T1, and avoids

capture by the defender for all γ ∈ Do. The second-stage safe-reachable set can then

be defined as

S2 = {y ∈ Ω | y is second-stage safe-reachable}.

The analog of equation (4.3) on S2 is:

ϕ2(y)=min
{
t+ϕ1(z) | z ∈ T1, t ≥ 0, xa(t)=y,

xa(0)=z, xa(s) ∈ S2, ∀s ∈ [ϕ1(z), t]
}
.

(4.14)

In the above equation, as with equation (4.13), it is assumed that the attacker takes

a time-optimal safe-reachable path to the intermediate point z ∈ T1.

The main result for the two-stage game is analogous to Theorem 1.

Theorem 2. V2(x0) = min{ϕ2(y) | y ∈ T2}.

The proof is omitted, as it is a direct application of the definitions given above,

using a similar line of argument as in the proof of Theorem 1. As with the single-stage

game, the modified FMM can be used to approximate ϕ2 on a (Cartesian) grid G.
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The set S2 and ϕ2 satisfy the coupled relation:

S2 = {y ∈ Ω | ϕ2(y) < ψc(y)}, (4.15)
−min

u∈U
{∇ϕ2(y) · u} = 1, y ∈ S2\T1,

ϕ2(y) = ϕ1(y), y ∈ T1,

ϕ2(y) =∞, y ∈ Ω\S2.

(4.16)

(ϕ2)i,j (the approximation of ϕ2 on a grid G) can be computed by performing the mod-

ified FMM described in section 4.1.3 with the boundary conditions in equation (4.16).

4.2.2 Extracting the Optimal Control and Path

The optimal input sequence and path for the attacker can now be computed se-

quentially, working backward from the second target to the first, then to the initial

condition. Suppose that ϕ1 and ϕ2 have been computed, and that V2(x0) <∞. Let

xfa ∈ arg inf{ϕ2(y) | y ∈ T2}. For all y ∈ S2, the optimal input µ∗2 = µ∗2(y) can

be extracted from ϕ2 as in Section 4.1.4. In the second stage, x∗a(·) can be com-

puted by solving equation (4.12), with µ∗ replaced by µ∗2, backward in time from

t = ϕ2(xfa), with the terminal condition xfa. The ODE is solved (backward in time)

until x∗a(t) ∈ T1. From this point onwards, the optimal input sequence µ∗ = µ∗(y) for

y ∈ S1 is extracted from ϕ1, until t = 0, when x∗a(0) = x0
a.

4.2.3 Games with Arbitrarily Many Stages

The methods from the two-stage game can be used to generalize directly to a Ns-stage

open-loop game for Ns ≥ 3. Suppose the attacker’s objective is to find a time-optimal

path that visits target sets T1, . . . , TNs ⊂ Ω consecutively, while avoiding capture by
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the defender. For each k = 1, 2, . . . , Ns, the coupled relation for the k-th-stage safe-

reachable set Sk, and minimum time-to-reach function ϕk is given by

Sk = {y ∈ Ω | ϕk(y) < ψc(y)},
−min

u∈U
{∇ϕk(y) · u} = 1, y ∈ Sk\Tk−1,

ϕk(y) = ϕk−1(y), y ∈ Tk−1,

ϕk(y) =∞, y ∈ Ω\Sk.

(4.17)

Furthermore, in an similar fashion as Theorems 1 and 2, the k-th open-loop value

function can be shown to satisfy Vk(x0) = min{ϕk(y) | y ∈ Tk}. The extraction of

the attacker’s optimal inputs and path proceeds in the same manner. Note that the

computational complexity scales linearly in the number of stages, since the modified

FMM is invoked once at every stage. The total complexity for a Ns-stage game on a

grid with M nodes is O(NsM logM).

4.3 Simulation results

The algorithm was tested in simulation in a 2-stage game, representing capture-the-

flag, on a 2-D map of size 4002 pixels, shown in Figure 4.3, covering a portion of

the UC Berkeley campus. The map data mi,j, i, j ∈ 1, . . . , 400 have values 0 in the

obstacles (buildings) and 1 in the walkways; other regions have intermediate values in

(0, 1) selected in proportion to the estimated density of vegetation. This represents the

fraction of the maximum speed each agent was allowed to travel at on that pixel, with

1 being maximum speed and 0 representing impenetrable obstacles. Two simulations

were conducted: the first with one defender and the second with two defenders.

The attacker’s speed va,max at each grid node yi,j was set to 5mi,j and 2mi,j,

in the first and second stages, respectively. Figure 4.4 shows the example with a

single defender. The defender’s speed vd,max was set to mi,j at each grid node yi,j.

Figure 4.4b shows the first stage of the game, with the boundary of S outlined in red.

This marks the farthest extent that the defender could reach, and thus the attacker

was able to arrive at the target T1. Note that the path of the attacker reflects the
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Figure 4.3: A segment of the UC Berkeley campus used for the simulations
(map image courtesy of maps.google.com).

varying speed constraints, and the attacker did not move in a straight line but rather

used the walkways to reach the target as quickly as possible. Figure 4.4c shows the

second stage of the game, where the attacker’s speed has been reduced. The attacker

is nonetheless able to reach the second target.

Fig. 4.5 shows the case in which a second defender with speed 0.5mi,j was added to

the previous simulation. As this defender was rather slower, it made a relatively small

impact on the attacker’s safe-reachable set in the first stage. However, its presence

did cause the attacker to make a detour in its path to T2.

All computations were performed on a desktop computer with 3.33 GHz Intel

Core-II duo processors. The code was implemented in C using the Matlab MEX

compiler to allow function calls within Matlab. Both tests were completed (includ-

ing the computation of optimal paths) in less than 0.5 seconds each. It should be

emphasized that the implementation and the computational efficiency are indepen-

dent of variations in the speed function, and the addition of an extra defender did

not increase the computation time substantially. In fact, overhead for the function

calls significantly outweighed the difference in computation time occasioned by the

maps.google.com
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(a) (b) (c)

Figure 4.4: Simulation showing (a) the target sets, obstacle boundaries
(black contours), and initial states of the attacker and the defender, (b) S1

(red curve) and the safe-reachable path to T1, and (c) S2 (red curve) and
the safe-reachable path (black curve) from T1 to T2. As a comparison, the
attacker’s optimal path (black dotted curve) and the defender’s reachable
set from the first stage (blue dotted curve) are plotted.

additional defender.

4.4 Discussion

The open-loop game and solution presented in this chapter are an example of an

approach that can quickly generate feasible solutions for a game with many agents.

Formulating the problem as an open-loop reach-avoid game allows the value function

to be characterized via an HJB equation directly in the state space of individual

agents, as opposed to the joint state space of all agents. Compared with the HJI

approach, this results in considerable computational savings, at the expense of con-

servatism with respect to the possible actions of the defenders. This conservatism

means that for certain initial conditions, the open-loop solution value will be greater

the HJI value, requiring more time to arrive at a target. In the worst case, this can

result in an infinite open-loop value and thus no attacker inputs, even though the

closed-loop HJI solution will give a finite arrival time and guide the attacker success-

fully to the target. More research will need to be conducted on the best that can

be done in such situations, as well as in situations where the attacker cannot win if
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(a) (b) (c)

Figure 4.5: Numerical results for the same setting as in Fig. 4.5, but with
an additional defender, slower than the first.

the defenders play optimally, but may exploit some sub-optimal defender actions to

eventually achieve victory.

Nevertheless, the speed with which solutions can be found can be a major advan-

tage over the HJI solutions, in particular allowing solutions to be found in real time

and with multiple defenders. As the numerical results demonstrated, the open-loop

solution is efficient, accurate, and readily adaptable to complicated domain geometry

and inhomogeneous agent speeds. Where the open-loop solution does exist, the at-

tacker path found is guaranteed to be safe from capture by the defenders. The FMM

algorithms can be used to quickly check if an open-loop solution exists. If it does,

then this solution can be used directly, with a guarantee of safety, without resorting to

other sub-optimal solutions that may not have any provable properties. In addition,

the real time computation opens up some other interesting possibilities for future

work, including the incorporation of sensing updates on obstacles in the domain, and

the use of an iterative scheme to recompute the optimal path in an MPC-like scheme.

Currently, the open-loop formulation as presented does not generate solutions for

the defender, as it only solves the game from one side. The following chapter will

discuss the opposite perspective, addressing the problem of controlling multiple agents

to capture a single evading agent.



Chapter 5

Many vs. 1: Safe-Reachable Area

Cooperative Pursuit

For adversarial games with many agents, the issue of cooperation between agents is

often a source of considerable difficulty. The necessity of computing solutions over the

joint input space of multiple agents can greatly increase the computational complexity

of the problem. The preceding chapters have presented solution strategies for a single

agent acting against one or more opponents. This chapter focuses on deriving control

strategies for a number of agents coordinating on one team.

The problem considered here is a multi-agent pursuit-evasion game, with a number

of pursuers attempting to capture a single evader in a simply connected planar region.

The pursuers may have speed equal to or faster than the evader. The objective is to

find a successful cooperative pursuit strategy for the pursuing agents. Although the

cooperative pursuit problem can be formulated as a differential game, the addition of

multiple pursuers means that numerical methods such as the Hamilton-Jacobi-Isaacs

(HJI) formulation in Chapter 3 are not tractable. The open-loop formulation from

Chapter 4 is also not directly applicable: except for some restricted cases, the evader

will always be able to evade indefinitely if it knows the planned control inputs for the

pursuers. However, a conceptually similar approach to the open-loop game will be

taken: instead of considering the high dimensional joint state space of all agents, an

approach will be taken that allows computations to occur only in the state space of

81
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single agents.

This chapter presents a decentralized, guaranteed pursuit strategy where the pur-

suers cooperatively minimize the area of the evader’s safe-reachable set, analogous

to the attacker’s safe-reachable set as defined in Chapter 4. The safe-reachable set

can be computed using the modified FMM algorithm presented there, or analytically

for convex game domains when the pursuers and evader have equal speeds [62]. The

pursuers compute control inputs independently given the safe-reachable set and the

location of the evader, which is the only shared information, resulting in real time

computation of the control inputs. For convex domains and equal speeds, this pursuit

strategy results in guaranteed capture of the evader in finite time regardless of the

strategy or inputs of the evader.

Each pursuer influences the evader’s safe-reachable set only on a portion of the

safe-reachable set’s boundary, analogous to the shared Voronoi boundary in a Voronoi

decomposition. Thus each pursuer’s input decouples from that of the other pursuers

and can be computed independently, but their inputs are coupled through the safe-

reachable set and the evader’s position, giving rise to cooperation between the pur-

suers. Empirically, the algorithm is shown to result in effective cooperation between

pursuing agents, resulting in superior performance to techniques such as the pure

pursuit strategy, where the pursuers attempt to minimize the instantaneous distance

to the evader. This ability to engender cooperation is one of the key advantages of the

strategy proposed in this chapter. Pure pursuit is the optimal single-pursuer strategy

in an open environment, and is chosen as a standard of comparison due to its sim-

plicity and ubiquity [5]. Although more complex cooperative pursuit-strategies have

been proposed in the literature, they are difficult to adapt to general configurations

with obstacles.

The following sections will present the pursuit strategy in detail. The pursuit-

evasion problem in question is defined in Section 5.1, and its formulation as a dif-

ferential game is discussed. Section 5.2 lays out the pursuit strategy, first for the

case of equal-speed pursuers and evader in a convex domain, and then for the more

general case of non-convex domains and unequal speeds. A number of simulations

are presented comparing the performance of the proposed strategy against the pure
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pursuit strategy. Section 5.3 describes these simulations and some comparative tests

that were conducted for evaluating the algorithm. Experimental results are also pre-

sented for games involving human agents using the BEARCAT platform. These are

described in Section 5.4. These experiments demonstrate the feasibility of the safe-

reachable area minimization strategy not only for autonomous agents, but also as a

tool for guiding and coordinating human agents. Finally, Section 5.5 concludes the

chapter with a discussion of the algorithm and results. The pursuit algorithm in this

chapter was first presented in [35].

5.1 The Cooperative Pursuit Problem

Consider a multi-agent pursuit-evasion game involvingN pursuers and a single evader,

taking place in an open, simply connected region Ω in R2. Let xe ∈ R2 be the position

of the evader and xip ∈ R2 be the position of pursuer i. The equations of motion are

ẋe = d, xe(0) = x0
e,

ẋp
i = ui, x

i
p(0) = xi,0p , i = 1, ..., N, (5.1)

where d and ui are the velocity control inputs of the evader and pursuers, respectively,

and x0
e, x

i,0
p ∈ Ω are the initial evader and pursuer positions. The respective agent

inputs are constrained to lie within sets Ui for the pursuers and D for the evader. For

the purposes of this chapter, Ui and D are assumed to be the following:

D = ||d||2 ≤ ve,max, Ui = ||ui||2 ≤ vi,max, ∀t ≥ 0, (5.2)

for some maximum speeds ve,max for the evader and vi,max for each pursuer. The mo-

tions of the evader and pursuers, as described by equation (5.1), are also constrained

to lie within the region Ω, with

xe(t), x
i
p(t) ∈ Ω, ∀t ≥ 0. (5.3)
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Any velocity input d(t) or ui(t) which satisfies the constraints in equations (5.2)

and (5.3) is called an admissible input for the evader or pursuer i, respectively.

The goal of the pursuers is to capture the evader by having at least one of the

pursuers bring the evader within a distance rc of the pursuer. Let δi be the distance

between pursuer i and the evader, and δmin = mini ||xe − xip||2 be the minimum

separation between the evaders and pursuers. Let x = (xe, x
1
p, ...x

N
p ) be the joint

state of all agents, and let C be the joint set of all states in which the evader is

captured, that is

C = {x | δmin ≤ rc}

The capture condition for the pursuers is then given by

x(t) ∈ C. (5.4)

To achieve this capture condition, each pursuer selects control inputs using a

pursuit strategy µi(xe, x
1
p, ..., x

N
p ), based upon observations of the evader and pursuer

positions at each time instant, resulting in the closed-loop system dynamics:

ẋe = d, xe(0) = x0
e,

ẋp
i = µi(xe, x

1
p, ..., x

N
p ), xip(0) = xi,0p , i = 1, ..., N (5.5)

The evader may use some strategy γ(xe, x
1
p, ..., x

N
p ) to avoid the pursuers. Any strategy

µi which satisfies the constraints from equations (5.2) and (5.3) is referred to as an

admissible pursuit strategy for pursuer i, and similarly for γ. The sets of admissible

strategies for the pursuers and evaders are denoted U and D, respectively.

A precise statement of the problem for the multi-agent pursuit-evasion game can

now be given as the following: for any initial configuration x0
e, x

i,0
p ∈ Ω satisfying

δmin(0) > rc, find an admissible choice of pursuit strategy µi for each pursuer i such

that, regardless of any admissible choice of evader input d, the capture condition

equation (5.4) is satisfied for some time T <∞. In this case, the control computation

is performed on behalf of the pursuers, and the evader is the disturbance.
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5.1.1 Differential Game Formulation

The pursuit-evasion game presented above can be formulated as a differential game,

similar to the reach-avoid games presented in the preceding chapters. The minimum

time-to-capture can be defined as

Tc(x) = min{t | x(t) ∈ C,x(s) /∈ C, ∀s ∈ [0, t)}

For notational simplicity, let µp represent the joint pursuer strategy, which collects

together the individual pursuer strategies, with admissible strategy set Up. The dif-

ferential game is a game in which the pursuers attempt to minimize Tc and the evader

attempts to maximize it, with the value of the game as

V(x) = min
µp∈Up

max
γ∈D

Tc(x)

This value is equal to the viscosity solution to the following Hamilton-Jacobi-Isaacs

equation

min
ui∈Ui

max
d∈D

[∑
i

∂VT
∂xip

ui +
∂VT
∂xe

d

]
+ 1 = 0 (5.6)

subject to

V(x) = 0,x ∈ C

and can be approximated using the appropriate numerical methods (see Section 3.2.2).

Let

pe =
∂VT
∂xe

and

pi =
∂VT
∂xip

The optimal evader and pursuer control inputs can be found then as pe
||pe||2 and pi

||pi||2 ,

respectively.

Numerically solving (5.6) on a grid yields good approximations of the optimal

strategies when the solution is tractable, but this approach suffers from the same

computational limits as the techniques discussed in Chapter 3, where exponential
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growth of the grid needed to compute the HJI solution limits the game to two agents.

Instead, alternative methods must be found.

The approach taken in this chapter will be conceptually similar to that of Chap-

ter 4, where the solution was found in the lower dimensional state space of an indi-

vidual agent to reduce computational complexity. The open-loop formulation cannot

be directly used, since the control computation is being performed for the pursuers.

In general, if the evader is permitted to know the pursuers’ strategies and the pur-

suers are not able to react to the evader’s actions, the evader will be able to evade

indefinitely. Instead, the pursuit strategy will still be executed in a closed-loop sense,

but utilizing some of the concepts from the open-loop game.

5.2 Pursuit via Safe-Reachable Area Minimization

The pursuit strategy proposed is based on the concept of the safe-reachable set as

presented in Chapter 4. The evader’s safe-reachable set Se is defined as the set of all

points in Ω that the evader can directly move to without being captured by a pursuer.

The strategy is designed so as to decrease the area of Se over time. Intuitively, as

this area decreases towards zero, the capture condition will be satisfied. The evader’s

safe-reachable set relative to the pursuers can be defined in an identical manner as the

attacker’s safe-reachable set with respect to a group of defenders from Sections 4.1.2

and 4.1.5. When the pursuer and evader speeds are equal, the safe-reachable set is

equivalent to the generalized Voronoi decomposition of the agents [62].

Since Se depends only on the position of the agents, the area A of Se depends

only on the locations of the pursuers relative to the evader, and this dependence is

smooth whenever the pursuer locations are in Ω. The time derivative of A is given

by

dA

dt
=
∂A

∂xe
ẋe +

N∑
i=1

∂A

∂xip
ẋp

i (5.7)

Now consider a cooperative pursuit strategy that jointly minimizes dA
dt

. According

to equation (5.7), this joint objective can be decoupled into the individual objectives

of minimizing ∂A
∂xip

ẋp
i for each pursuer i. A pursuer i is said to share an active boundary
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with the evader if there is a portion of the boundary of Se where ψci (y) < ψcj(y) for

all points y in this portion and all other pursuers j. In other words, there is a

portion of the boundary of Se that is defined purely by the position of pursuer i.

This is analogous to having a shared Voronoi boundary with the evader in a Voronoi

decomposition.

Let Ne be the set of all such pursuers that share an active boundary with the

evader. A only depends on the pursuers in Ne, so ∂A
∂pi

= 0 for all i /∈ Ne. Any pursuer

i which is not does not share an active boundary with the evader may simply use

the pure pursuit strategy. On the other hand, for each pursuer i ∈ Ne, the choice of

pursuit strategy which minimizes equation (5.7) is given by:

u∗i = µ∗i (xe, x
1
p, . . . , x

N
p ) , −vi,max

∂A
∂xip

|| ∂A
∂xip
||2
.

Computing ∂A
∂xip

for each pursuer depends on the geometry of the game domain

Ω and the relative speeds of the agents. An analytic solution is found below for

convex domains with equal agent speeds, and a more general algorithm based on fast

marching methods is presented for non-convex domains with unequal agent speeds.

5.2.1 Convex Domains with Equal Speeds

For games played in convex domains between agents of equal speeds, the safe-reachable

set of the evader is equal to the evader’s Voronoi partition. Let S(D) = {Se, S1, . . . , SN}
be the Voronoi partition of Ω generated by the points {xe, x1

p, . . . , x
N
p }:

Se = {y ∈ Ω | ‖y − xe‖ < ‖y − xip‖,∀i ≤ N},
Si =

{
y ∈ Ω | ‖y − xip‖ ≤
min{‖y − xe‖, ‖y − xjp‖},∀j 6= i

}
, i ≤ N

Let Ne be the set of pursuer indices that are Voronoi neighbors of the evader. The

edge shared by Se and Si, i ∈ Ne is called the line of control for pursuer i and is

denoted by Bi, where Li is the length of Bi (see Figure 5.1). The area A of the
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Line of Control Se Se

(a) (b)

Figure 5.1: Illustrations showing the evader’s safe-reachable set Se in a con-
vex domain with equal agent speeds (a) for a single pursuer and evader
and (b) with an additional pursuer.

Voronoi cell Se containing the evader can be calculated as

A(xe, x
1
p, ..., x

N
p ) =

ne∑
j=1

(
xejy

e
j+1 − xej+1y

e
j

)
, (5.8)

where ne is the number of vertices of Se and {(xej , yej )}j≤ne is the set of vertices of Se
and ne + 1 wraps around to the first vertex. It can be observed that by appropriate

re-scaling of the dynamics in equation (5.5), the region Ω, and the capture radius

rc, it is sufficient to consider this problem for the case where ve,max = vi,max = 1.

Thus, for the rest of the convex, equal-speed analysis, it is assumed without loss of

generality that ve,max = vi,max = 1 in equation (5.2).

Convex pursuit strategy

In this case, an analytic expression for the pursuer strategies µ∗i , i ∈ Ne can be found

using a particular choice of local coordinate system. First, let ξi(xe, xp) = xe− xip be

the displacement vector pointing from the location of pursuer i towards the location of

the evader. When there is no ambiguity, its arguments will be omitted and this vector

will be denoted simply by ξi. As δmin(0) > rc until capture, at which δmin(T ) = rc,

||ξi|| ≥ rc for all i ≤ N and t ∈ [0, T ]. Define ηih = ξi
‖ξ‖i and let ηiv ∈ R2 be a unit
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Figure 5.2: Variational change in area of the evader’s safe-reachable set with
respect to (a) a perturbation toward the evader, (b) perturbation parallel
to the line of control, and (c) when another pursuer is present and ξi no
longer intersects Bi, as in Figure 5.1b.

vector orthogonal to ηih, as shown in Figure 5.1a. The vectors {ηih,ηiv} define a local

coordinate system that depends on the locations of xe and xip. For any y ∈ R2 and

(xe, x
1
p, ..., x

N
p ) such that y + xip ∈ Ω, define

A+
i (y)|(xe,x1p,...,xNp ) = A(xe, x

1
p, ..., x

i
p + y, ..., xNp ).

Define Di
hA and Di

vA as the directional derivatives of A along ηih and ηiv, thenD
i
hA|(xe,x1p,...,xNp ) = limε→0

A+
i (ε·ηi

h)|
(xe,x

1
p,...,x

N
p )
−A

ε

Di
vA|(xe,x1p,...,xNp ) = limε→0

A+
i (ε·ηi

v)|
(xe,x

1
p,...,x

N
p )
−A

ε
,

(5.9)
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where A(xe, x
1
p, ..., x

N
p ) is denoted by A for brevity. From this expression, the partial

derivative of A with respect to xip is given by

∂A

∂xip
= Di

hA · ηih +Di
vA · ηiv. (5.10)

Lemma 3. For any i ∈ Ne, it is true that

Di
hA = −Li

2
,

Di
vA =

l2i − (Li − li)2

2||ξi||
,

where Li is the length of the line of control Bi and li is the length of the segment of Bi

on the side of the intersection of ξi with Bi opposite to ηiv, as shown in Figure 5.2.

Proof. Perturbation along ηih: A perturbation ε in the pursuer’s position toward

the evader moves the line of control ε
2

toward the evader, and generates a correspond-

ing change in the area of the evader’s Voronoi cell δAih, as shown in Figure 5.2a. This

change in area is

δAih = −Liε
2

+O(ε2),

where the O(ε2) term depends on the angle of intersection between Bi and the bound-

aries of the Voronoi cell Se. From this expression, the directional derivative of A along

ηih can be calculated as

Di
hA = lim

ε→0

δAih
ε

= −Li
2
.

Perturbation along ηiv: There are two different scenarios for perturbation along

ηiv, corresponding to the two pursuer configurations shown in Figure 5.1b. In one case,

as for x2
p in Figure 5.1b, ξi intersects Bi. A perturbation of ε, as shown in Figure 5.2b,

will cause the evader’s Voronoi cell to shrink above the new intersection by δAiv,1 and
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grow below it by δAiv,2. Let δAiv = δAiv,2 − δAiv,1, with

δAiv,1 =
1

2
((Li − li)−

ε

2
)2 ε

‖ξi‖
+O(ε2),

δAiv,2 =
1

2
(li +

ε

2
)2 ε

‖ξi‖
+O(ε2),

where the terms O(ε2) again depend on the angle of intersection between Bi and the

boundaries of the Voronoi cell Se. Thus, the resulting changes in area will be

δAiv,1 =
(Li − li)2ε

2||ξi||
+O(ε2)

δAiv,2 =
l2i ε

2||ξi||
+O(ε2)

which implies

Di
vA = lim

ε→0

δAiv
ε

=
l2i − (Li − li)2

2||ξi||
.

The second case is that of x1
p in Figure 5.1b, where ξi no longer intersects Bi due to

the presence of other pursuers. As shown in Figure 5.2c, the change in area is

δAiv = δAiv,2 − δAiv,3,

where δAiv,2 is calculated as before and

δAiv,3 =
1

2
(li − Li +

ε

2
)2 ε

‖ξi‖
+O(ε2).

Note that here li ≥ Li. Letting ε→ 0 then again it is true that

Di
vA = lim

ε→0

δAiv
ε

=
l2i − (li − Li)2

2||ξi||
.

With the above lemma, the proposed strategy µ∗i can be rewritten in the local
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coordinate system as

µ∗i = −
(

αih√
|αih|2 + |αiv|2

· ηih +
αiv√

|αih|2 + |αiv|2
ηiv

)
, (5.11)

where αih and αiv are given by

αih = −Li
2
, αiv =

l2i − (Li − li)2

2||ξi||
.

Lemma 4. It can be shown that under this choice of pursuit strategy, ui always points

toward the interior of Ω, thus satisfying the constraint from equation (5.3). The proof

is straightforward but requires some amount of algebra and is omitted.

Proof of guaranteed capture

The pursuit strategy outlined above for the convex, equal speed game is guaranteed

to capture the evader in finite time, regardless of any admissible evader input d. It

can be seen that if this holds for the case of a single pursuer (N = 1), then the

conclusion also extends to the case of multiple pursuers (N > 1). Indeed, for the case

of N > 1, one can choose any pursuer i which is a Voronoi neighbor of the evader and

use the arguments for the case of N = 1 to show that the capture condition will be

satisfied. This section presents the proof for a single pursuer. Correspondingly, the

notation from above will carry through without the indices i.

First, observe that as A approaches zero, the evader’s Voronoi cell approaches

either a line or a point. Either of the two cases clearly implies ‖xe − xp‖2 → 0. The

strategy here is then to show that, under the proposed pursuit strategy µ∗ and any

admissible evader control input d, either the area A or the distance δ is guaranteed

to decrease until the capture condition is met.

In terms of preliminaries, by Lemma 3,

∂A

∂xp
= αhηh + αvηv.

It can be also verified in a similar manner as the proof of Lemma 3 that the partial
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derivative ∂A
∂xe

in the local coordinate system is given by

∂A

∂xe
= αhηh − αvηv. (5.12)

Also recall that the variable L in the statement of Lemma 3 depends on the spatial

locations of the evader and the pursuer, as well as the geometry of the region Ω. For

this proof, make the following definitions of parameters lmin and lmax, which depend

solely on the geometry of Ω:lmin = infxe∈Ω,xp∈Ω L(xe, xp)

lmax = supxe∈Ω,xp∈Ω ||xe − xp||2.
(5.13)

Since Ω is bounded and the game ends upon capture, it is true that lmin > rc,

lmax <∞, and L ≤ lmax.

The following result shows that the area A is always non-increasing under the

pursuit strategy µ∗ for a single pursuer.

Lemma 5. Under the proposed pursuit strategy µ∗(xe, xp), the area A satisfies dA
dt
≤ 0

for any admissible evader control input. Furthermore, dA
dt

= 0 if and only if the evader

follows the following strategy:

γ∗(xe, xp) =
αhηh − αvηv√

α2
h + α2

v

. (5.14)

Proof. For an arbitrary d with ‖d‖ ≤ 1:

dA

dt
=
∂A

∂p
µ∗(xe, xp) +

∂A

∂e
d

=−
√
α2
h + α2

v + (αhηh − αvηv)T d ≤ 0,

where equality holds if and only if d(t) = γ∗(xe(t), xp(t)).

To prove that the capture condition is achieved in finite time, it is necessary to

show that the distance between the pursuer and the evader is strictly decreasing
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whenever the area A is constant. For this purpose, define

z(xe, xp) = ‖ξ(xe, xp)‖2 = (xe − xp)T (xe − xp).

Clearly, the variable z is the squared Euclidean distance between the evader and

pursuer. From the preceding discussions, the range of z lies in [r2
c , l

2
max]. The following

result shows that ż < 0 whenever Ȧ = 0.

Lemma 6. If Ȧ = 0, then under the pursuit strategy µ∗, the following holds:

dz

dt
= − 4z√

z + (lmax − lmin)2
≤ −4r2

c√
r2
c + l2max

.

Proof. By Lemma 5, Ȧ(t) = 0 if and only if d(t) = γ∗(xe(t), xp(t)). Thus, if the

pursuer input is selected according to the strategy µ∗, then whenever Ȧ = 0, then

ż =2(xe − xp)T (ẋe − ẋp)

=4ξT

(
αh√
α2
h + α2

v

ηh

)

=
−2L‖ξ‖√

L2

4
+ (l2−(L−l)2)2

4‖ξ‖2

=− 4z√
z + (2l − L)2

≤ −4r2
c√

r2
c + l2max

,

where the second equality follows from the fact that ξTηv = 0, and the last inequality

follows from the monotonicity of the function 4z√
z+(2l−L)2

for z ≥ 0.

By this result, z is strictly decreasing whenever the area A remains constant.

However, there remains the possibility that z is increasing on time intervals where

A is strictly decreasing. The question then becomes whether there exists an evader

control that can keep z inside [r2
c , l

2
max] while preventing A from reaching 0. The

following result proves that this is not the case, by exploiting certain properties of
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the proposed pursuit strategy.

Lemma 7. Under the pursuit strategy µ∗, if Ȧ ≥ −β for some positive constant

β > 0, then ż ≤ −c(β), where the bound c(β) is given by

c(β) =

√
2r2

c

lmax

− 4lmax

lmin

β. (5.15)

Proof. Under strategy µ∗, the following identities hold
Ȧ = −

√
α2
h + α2

v + (αhηh − αvηv)T d
ż = 2(xe − xp)Td− 2z√

z+(2l−L)2

Now suppose Ȧ ≥ −β. From the relations ηh = xe−xp
‖xe−xp‖ , αh = −L

2
, and αvη

T
v d ≥

−|αv|, it is true that

(xe − xp)Td ≤ −
2‖xe − xp‖

L

[√
α2
h + α2

v − β − |αv|
]

≤ 2‖xe − xp‖β
L

≤ 2lmax

lmin

β,

which implies that

ż ≤ 4lmax

lmin

β −
√

2r2
c

lmax

.

Notice that this lemma also implies Ȧ < −β whenever ż > −c(β). For the rest

of this section, it is assumed that the β parameter in Lemma 7 is chosen such that

c(β) > 0. Now the previous results in this section will be combined to show that

under µ∗, the area A or the distance δ decreases until the capture condition is met.

Consider an “energy” function E

E = kA+ Z
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for some positive constant k. Clearly, E = 0 if and only if A = 0 and z = 0, both of

which imply that capture occurs. A proof will now be presented that E will decline

to zero as t increases.

Theorem 8. Under the pursuit strategy µ∗, if the capture condition has not been

achieved before time t > 0, then for some positive constant β > 0

E(t) ≤ E(0)− c(β)t

where E(0) is the initial energy and c(β) is defined as in (5.15).

Proof. Lemmas 6 and 7 imply that one of the following conditions must be true at

any given time:

1. Ȧ ≥ −β and ż ≤ −c(β), or

2. ż > c and Ȧ < −β

Note that the derivative of E is

Ė = kȦ+ ż

and Ȧ ≤ 0 for all time. Then, under condition 1, Ȧ ≤ 0 and ż ≤ −c(β), thus

Ė ≤ −c(β). The rate of change of z is limited by the maximum speed of the two

agents and the geometry of the domain. Since ż = 2δδ̇, δ ≤ lmax, and δ̇ ≤ 2, then

ż ≤ 4lmax. Now, let k = 4lmax+c(β)
β

. Under condition 2, Ȧ < −β and of course

ż ≤ 4lmax, thus Ė ≤ −kβ + 4lmax, therefore again Ė ≤ −c(β), guaranteeing that the

energy will decrease to 0 in finite time, leading to capture.

5.2.2 Non-Convex Domains and Unequal Speeds

For non-convex domains and unequal speeds, it is more difficult to construct the

safe-reachable set geometrically. Instead, the modified fast-marching method (FMM)

presented in Chapter 4 can be used to compute the safe-reachable set on a grid. The

area can then be approximated using the grid and the gradient computed numerically.

The details of the modified FMM algorithm can be found in Section 4.1 and will

not be repeated here. A sketch of the algorithm is as follows: first, the standard
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Figure 5.3: An example of safe-reachable set computed in a non-convex
game domain, with contours plotted for equal time-to-reach values for
each agent.

FMM algorithm is used to compute the time-to-capture ψci (yi,j) for every node yi,j

on the grid. The modified FMM is then used to compute the safe-reachable set Se,
beginning with the current position of the evader xe, and successively adding points

that can be reached in time ϕ(yi,j) with ϕ(yi,j) < ψci (yi,j),∀i. An example of the

computation performed for a non-convex region with a triangular obstacle and point

capture (rc = 0) is shown in Figure 5.3, with equal time-to-reach values plotted for

the two agents. Note that the boundary of Se is no longer a straight line, since the

evader must first move to the corner of the obstacle in order to reach points in the

lower portion of the game.

Let Ns be the number of grid nodes for which ϕ(yi,j) < ψci (yi,j),∀i. The area of

Se can be approximated as

A ≈ Nsh
2

where h is the grid spacing. The gradient with respect to pursuer movements can be

numerically approximated by perturbing each pursuer by h horizontally and vertically
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Figure 5.4: An illustration of a scenario where the pursuer (red triangle)
is slower than the evader (blue circle). Note how Se grows larger as the
pursuer gets closer to the evader.

on the grid and recomputing A. The pursuit strategy is identical, with

u∗i = µ∗i (xe, x
1
p, . . . , x

N
p ) , −vi,max

∂A
∂xip

|| ∂A
∂xip
||2
.

Some Remarks on Non-Convex Pursuit and Unequal Speeds

There are two things to note about using safe-reachable area pursuit in non-convex

domains with unequal speeds. The first is that the algorithm is only effective in cases

where the pursuers are at least as fast as the evader. This is due to the fact that, if

the pursuer is slower than the evader, the evader’s safe-reachable set actually shrinks

in area as the pursuer goes farther from the evader, as shown in Figure 5.4. Thus

area minimization will likely not lead to capture.

A second point is that currently no proof has been found to guarantee capture in

the non-convex case, although the area minimization strategy works well empirically.

The major obstacle in this case is that the game is no longer symmetric with respect

to the area of Se. This is illustrated in Figure 5.5, which shows the safe-reachable

set for an evader that must turn around a non-convex obstacle. This configuration

gives an advantage to the evader, as it moves in the same direction whether it is
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Figure 5.5: Illustration of the asymmetry between the evader and the pur-
suer when the domain is non-convex.

headed for the point x1 or x2. Thus, if the evader were to move distance ε toward

x1, it has also decreased its distance to x2 by ε. If the pursuer moves to maintain x1

on the boundary of the safe-reachable set, then it can move ε toward x1, but it will

have moved some distance less than ε toward x2, and x2 will have become part of the

evader’s safe-reachable set. In this manner, the evader is able to increase the area of

its safe-reachable set regardless of the pursuer input.

5.3 Simulation Results

A number of simulations were conducted to evaluate the proposed safe-reachable

area minimization pursuit strategy. The performance of the pursuit strategy was

compared in a sequence of trials against two other pursuit algorithms: pure pursuit,

where the pursuers attempt to instantaneously minimize the distance between each

pursuer and the evader, and a numerical approximation of the optimal Hamilton-

Jacobi-Isaacs solution on a grid. Several simulation examples will be used to highlight

some qualitative properties of the safe-reachable area pursuit strategy, and then the

quantitative results of the numerical trials will be presented.
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Figure 5.6: Simulation results for a single pursuer (triangle, dashed line)
and evader (circle, solid line), showing (a) the trajectories and (b) the
area of Se and δmin over time.

5.3.1 Illustrative Examples

A few simulations are presented here to highlight some qualitative aspects of the

safe-area pursuit algorithm. The first set of simulations were conducted in a 10 x 10

square using the convex, analytic pursuit algorithm. The maximum speed was 1 for

all agents, with capture radius of 0.5, and time steps of 0.01. In these simulations the

trajectory of the evader was controlled by human input, and pursuers that did not

have a line of control bordering on the evader’s safe-reachable set were commanded

to head straight for the evader.

An example trajectory for a game with a single pursuer is shown in Figure 5.6. The

critical trade-off between area and distance is highlighted by this example. Note that

initially the pursuer did not move directly toward the evader, and thus the distance

between the agents did not decrease, but the area decreased very quickly. Near the

end of the game the area decreased slowly while the distance decreased very quickly.

Figure 5.7 shows a comparison between the pure pursuit strategy and safe-reachable

area pursuit for a scenario with 3 pursuers and highlights the cooperation in the area-

minimization strategy. Pure pursuit is shown in Figure 5.7a, and safe-reachable area

pursuit is shown in Figure 5.7b. The pursuers began closely grouped, and in pure pur-

suit they acted independently, resulting in a prolonged chase. With the safe-reachable
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Figure 5.7: A scenario with 1 evader (blue circle) and 3 pursuers (triangles,
dotted lines) using (a) pure pursuit, and (b) area minimization, highlight-
ing the cooperation enforced by the area-minimizing pursuit strategy when
the pursuers begin tightly spaced.
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Figure 5.8: An example scenario showing 2 pursuers and 1 evader in a
non-convex environment, solved using the modified FMM algorithm.

area strategy, the pursuers gradually separated to surround the evader. The cooper-

ative behavior effectively contained the evader, limiting its movements until capture

was achieved.

Pursuit in a non-convex environment is shown in Figure 5.8, which shows 2 pur-

suers (red triangles) pursuing a single evader (blue circle) in a simple, non-convex

region with a triangular obstacle. The evader’s safe-reachable set Se is shown at each

time, with equal time-to-reach contours plotted within Se.
The simulations were conducted in Matlab on a Macbook Pro laptop with a 2.2

Ghz Intel Core i7 processor with 8 GB of RAM, with computation per time-step of

less than 1ms to calculate inputs for all the pursuers in the analytic, convex case,

and about 100ms for each pursuer using FMM. Note that some small errors are

introduced by discretization of the control scheme when distances between the evader
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Figure 5.9: Domains used for the comparison simulations.

and pursuers are comparable to the distance traveled by an agent in a single time

step. Reducing the time step alleviates the problem without eliminating it entirely,

and increasing the capture radius also reduces the chance of this problem occurring.

It is possible that some relationship can be found between step size, velocity, and the

capture radius to formally guarantee this in a discrete-time situation.

5.3.2 Comparison Tests

The results of the comparison tests conducted to evaluate the safe-reachable area

pursuit strategy will now be presented. Two groups of trials were conducted. The

first set of trials matched safe-reachable area pursuit, pure pursuit, and the numerical

HJI strategy against each other in tests with one pursuer and one evader. For these

tests, a numerical approximation to the HJI equation was computed on a 40x40 grid

for a simple non-convex region, shown in Figure 5.9b, and the pursuer and evader

strategies were evaluated by numerical differentiation. The three different pursuit

strategies were then evaluated against the approximate optimal evader strategy for

500 initial conditions generated randomly.

The results of this test are displayed in Figure 5.10. In general, the area-minimization

strategy performed slightly worse than the numerical HJI pursuit strategy, and the

pure pursuit strategy performs worse than either of the others. However, it should

be noted that the numerical HJI strategy depends on numerical differentiation of the

approximated value function on a grid, and numerical errors can lead to sub-optimal



CHAPTER 5. MANYVS. 1: SAFE-REACHABLE AREA COOPERATIVE PURSUIT104

Comparison with HJI
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Figure 5.10: Histogram showing the difference in capture times in each single
pursuer trial between the area minimization strategy, the pure pursuit
strategy, and the numerical Hamilton-Jacobi-Isaacs pursuit strategy.

pursuer and evader actions. For example, in 29% of trials the area minimization

pursuit strategy out-performed the “optimal” HJI pursuer, and similarly in 8.5% of

trials the pure pursuit strategy resulted in faster capture-times.

In addition to the numerical issues discussed above, due to computational com-

plexity, the HJI solution can only be found for the case of a single pursuer. To

evaluate the performance of the pursuit strategy with multiple pursuers, a further se-

ries of tests were conducted comparing safe-reachable area pursuit with pure pursuit.

For these tests, the evader strategy was defined as the following: the evader selects

as its target point y∗ the farthest point from itself in Se, that is

y∗ = max
y∈Se

δg(y, xe)

where δg is the geodesic distance between y and xe. Once the evader reaches a certain

distance (set here as half of the capture radius) from y∗, a new target is selected and

the evader will proceed toward this target.

Three sets of trials were conducted with 1, 2, and 3 pursuers, with one set in a

square, convex region using the analytically derived pursuit formula and two others
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in non-convex regions using FMM, shown in Figure 5.9. For each set, 500 random

initial conditions of pursuer and evader positions were generated. The results of the

tests are summarized in Figure 5.11, showing histograms of the difference in time

between trials, defined as the time required for the safe-reachable area strategy minus

the time required for pure pursuit for each initial condition.

Table 5.1 shows the fraction of trials in each case where the area pursuit strategy

resulted in faster capture times than pure pursuit. Figure 5.11a shows the distribution

of results in the convex environment. In this scenario, the safe-reachable area pursuit

strategy resulted in clearly superior performance, with the vast majority of trials

resulting in faster capture times. The distribution of times seems somewhat bimodal

in these trials, with a number of trials where area minimization pursuit and pure

pursuit performed similarly, and then a large group where the area minimization

pursuit strategy was clearly superior.

The results for the non-convex scenarios are shown in Figure 5.11b for the simple

non-convex environment, and in Figure 5.11c for the complex non-convex environ-

ment. The simple non-convex case still resulted in a large majority of trials where

the area minimization pursuit strategy gave faster capture, although in a smaller

percentage of trials than the convex scenario. The complex non-convex case showed

a decline in the performance of the area minimization strategy relative to the pure

pursuit strategy. This is due to the fact that the obstacles create areas where the

width of the free space is of similar size to the capture radius, thus the pure pursuit

can still “trap” the evader, lessening the advantage conferred by the safe-reachable

area strategy. In fact, it is to be expected that as the space becomes more and more

similar to a single long, narrow corridor, the pure pursuit and area-pursuit strategies

should have identical performance. This is especially evident in the trials with only 1

pursuer, where only about 50% of trials resulted in faster capture with safe-reachable

area pursuit, with a long tail of trials where the area pursuit performed much worse

than pure pursuit. These typically occurred in trials where the evader was able to

escape from a confined portion of the game domain against the area pursuer, in part

due to numerical errors in the area differentiation. Nonetheless, the area minimization

strategy showed a clear superiority in the trials with 2 and 3 pursuers, demonstrating
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1 pursuer 2 pursuers 3 pursuers

Convex 91.6% 98.2% 96.6%
Simple Non-convex 67.2% 86.2% 86.4%
Complex Non-convex 48.2% 72.6% 76.4%

Table 5.1: Percentage of trials for which the safe-reachable area minimiza-
tion pursuit strategy out-performed the pure pursuit strategy.

the benefit of cooperation.

5.4 Experimental Results

Experiments were conducted using the safe-reachable set area minimization pursuit

strategy on the BEARCAT platform, using the smartphones only. The purpose of

the tests was to evaluate the feasibility of the pursuit strategy as a tool for guiding

human agents in a cooperative pursuit task. The game was played by two pursuers

and a single evader in a small, convex field measuring about 80m x 40m. Agents were

tracked using HTC Incredible smartphones, with the agent positions, game region,

and the evader safe-reachable set also displayed on the phones. Pursuer strategies

were computed using the analytic formulation directly on the phones, and the optimal

heading direction was displayed for each pursuer, along with that pursuer’s active

boundary of the safe-reachable set.

Results from one of these experiments is shown in Figure 5.12. In this experiment,

the pursuers began the game on the western side of the field, with the evader on the

eastern side. The camera was placed to the north of the field, looking south. The

pursuers were able to successfully trap and capture the evader.

An important point to note is that during these experiments, the GPS positions

of the agents were not always perfectly reliable, and as a result the optimal headings

were not always correct. Nonetheless, the pursuers were able to use the boundaries of

the evader safe-reachable set to guide their actions. Instead of following the optimal

headings exactly, each pursuer’s active boundary of Se gave an idea of that pursuer’s

area of responsibility, such that each pursuer could still reduce the area of Se by

attempting to “push” the boundary toward the evader. In addition, the visual display
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Figure 5.11: Histograms showing the number of trials versus difference in
capture time between the pure pursuit and safe-reachable area minimiza-
tion strategies for (a) the convex game domain, (b) the simple non-convex
domain, and (c) the complex non-convex domain.
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of the safe-reachable set allowed for implicit cooperation between the human pursuers,

without the need for verbal communication. Thus, even though the agents were

unable to always directly used the computed optimal headings, the safe-reachable set

still enabled the pursuers to efficiently coordinate in capturing the evader.

5.5 Discussion

The safe-reachable area minimization strategy presented in this chapter has several

important strengths. Like the open-loop game in Chapter 4, the construction of the

safe-reachable set allows a high-dimensional problem to be reduced to lower dimen-

sions, easing the computational burden. Additionally, each pursuer can compute its

inputs independently, allowing the strategy to run efficiently in real time. Yet infor-

mation is shared through the set itself, enabling cooperation between the pursuers

and reducing capture time. The safe-reachable set itself also encompasses global in-

formation about the game domain, giving an advantage over a strategy like pure

pursuit that ignores the presence of obstacles and boundaries.

One weakness of the strategy as presented is that safe-reachable area pursuit

cannot handle more general domains that are not simply connected, where obstacles

form holes in the domain. The numerical evaluation of the area gradient may also

be improved. From the simulations and experiments it was noted that the behavior

of the pursuers was typically smoother with the analytic input formula in convex

domains than with the FMM computation.

Overall, though, safe-reachable area minimization seems to hold promise as a

cooperative pursuit solution approach. As seen before in the capture-the-flag reach-

ability solutions in Chapter 3, the visualization of the reachable set is a useful tool

for human agents. Although GPS noise and time delay renders the optimal headings

sometimes unreliable in practice, the visualization of the set itself allows the agents

to compensate for these disturbances and head in the correct general direction to

capture the evader. In general, this result supports the idea that reachable sets are

effective visual tools for assisting human agents.



CHAPTER 5. MANYVS. 1: SAFE-REACHABLE AREA COOPERATIVE PURSUIT109

t = 0 t = 6

0 20 40 60 80

−10

0

10

20

30

40

50

60

p1
p2

e

T = 0.1

East (m)

N
or

th
 (m

)

0 20 40 60 80

−10

0

10

20

30

40

50

60

p1

p2

e

T = 6.1

East (m)

N
or

th
 (m

)

t = 12 t = 18

0 20 40 60 80

−10

0

10

20

30

40

50

60

p1

p2
e

T = 12.1

East (m)

N
or

th
 (m

)

0 20 40 60 80

−10

0

10

20

30

40

50

60

p1
p2

e

T = 18.1

East (m)

N
or

th
 (m

)

Figure 5.12: Video stills and data plotted for an experiment using the safe-
reachable set area minimization pursuit strategy in BEARCAT. For visual
clarity, the evader is labeled e and the pursuers are labeled p1 and p2.



Chapter 6

Reachability for UAV Control

The reachability-based results discussed in the preceding chapters have applications

beyond directing agents in adversarial games. In addition to multi-agent games, the

reach-avoid formulation presented in Chapter 3 can play a useful role in designing

systems with robust safety requirements. Reachable sets can also be utilized beyond

directly guiding the agents playing the game.

This chapter describes two applications of reachability to problems of UAV control.

The first problem is that of designing a sequenced control input that can safely take a

maneuvering UAV through a series of maneuvers while observing safety requirements

in the presence of external disturbances. Control for a quadrotor UAV attempting

a backflip maneuver will be used to demonstrate how the Hamilton-Jacobi-Isaacs

reachability tools can be used to compute reach-avoid sets of states that are guar-

anteed to arrive at a desired target set while avoiding undesired configurations. The

formulation of this control problem, its solution, and related experimental results are

described in Section 6.1. These results were first presented in [37].

The second problem to be considered is the task of using a UAV to provide sensing

for a human agent in a limited-information version of the 1 vs. 1 capture-the-flag game.

The reachable sets computed for the perfect-information game are used to provide

guidance to the UAV in searching for an opposing agent, allowing it to disregard

possible locations for the unseen agent that cannot affect the outcome of the game.

This problem is discussed in Section 6.2.

110
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6.1 Aerobatic Maneuver Design and Execution

As the demands on performance grow, UAVs require increasingly sophisticated control

systems to take advantage of their full range of capabilities. This section addresses

one such challenge, designing safe aerobatic maneuvers. The full nonlinear dynamics

are simplified into a hybrid model and reachability analysis is used to design and

implement a backflip maneuver for a quadrotor helicopter.

6.1.1 Related Work

Many approaches to the control of highly maneuverable aircraft have used statistical

learning techniques, for example by copying an expert pilot’s example trajectory either

through machine learning or via manual creation of approximate trajectories [25,

63, 64], or through iterative schemes which update the control laws at each step

using information from experimental runs [65, 66]. These methods have been able

to push the envelope of what is possible with autonomous control, but since they

lack performance guarantees about their stability and robustness, their use must be

limited to situations where safety is not critical.

An alternate approach that allows more rigorous formal analysis is hybrid decom-

position. In this method, the behavior of the system is approximated as a finite set

of discrete modes representing the dynamics in specific regimes or portions of the

state space. An important consideration in the design and control of systems with

switched dynamics is the safety of transitions between modes. For example, in the

case of aircraft maneuver sequences it is necessary to ensure that an aircraft complet-

ing one maneuver is able to begin the next maneuver without being in an unsafe or

infeasible configuration.

This has been accomplished in a variety of ways in the past. Previous helicopter

maneuvering work used “trim states” such as steady flight or hover that the vehicle

is required to return to after a maneuver before beginning another [67]. In robotic

manipulation, sequences of specially derived Lyapunov functions have been used to
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guarantee that a defined sequence can be followed [68] as well as analytically calculat-

ing regions where a given motion is guaranteed to place a part in a desired configura-

tion [69]. There has also been extensive work in the hybrid systems literature on the

construction of switching regions for mode switching [70, 71, 72]. Specifically, parti-

tions or manifolds in the state space have been found that are regions of attraction

for particular modes or controllers.

Much of the existing work has focused on switching under nominal conditions or

sensing uncertainty and has not explicitly considered external disturbances. Addi-

tionally, in most cases the particular method to ensure continuity between modes has

been specific to the application at hand. These methods have also not considered

separate safety requirements such as obstacle avoidance. In this section, a general

method using reachable sets is developed that can be used to design aerobatic ma-

neuvers for a quadrotor helicopter. This method accounts for external disturbances

as well as separate safety requirements, and is flexible enough to be adapted to many

nonlinear systems. In particular, the HJI differential game formulation of reachable

sets introduced in Chapter 3 is used to construct maneuvers that safely transition

through a sequence of modes to perform a backflip maneuver while arriving at a

target state and avoiding unsafe states en route. While the actual simulation and

experimental trajectories are similar to those achieved in the literature using other

methods, the reachable sets provide both formal guarantees of safety and attainabil-

ity, as well as information about how much the maneuvers can deviate from those

given and still maintain those guarantees.

6.1.2 Reachability Formulations

The safety analysis in this section proceeds using reach-avoid formulations as devel-

oped in Chapter 3. However, for the application considered here it is necessary to

consider the cases of reaching a target and avoiding an undesired set separately. The

latter requires a slightly modified formulation, which will be explored subsequently.

The dynamics of the system are assumed to be

ẋ = fi(x, u, d), x(0) = x0
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with two opposing sides, one playing the role of the control, with input u ∈ U , and

the other playing the role of the disturbance, with input d ∈ D. U and D denote

the compact sets of possible inputs, respectively. The subscript i denotes that the

dynamics of the system may differ in different modes or sections of a maneuver. The

control input is a function of the control strategy µ, and the disturbance uses the

disturbance strategy γ. These are analogous to the attacker and defender strategies

described in Chapter 3. The goal of the control is to either arrive in a desired state

configuration, a process to be referred to as attainability, or to keep the system out

of some undesired state configuration, which will be called safety. The goal of the

disturbance in both cases is to oppose the control.

Capture sets for attainability

In attainability, the goal of the controller is to drive the system into some desired

set T , while the disturbance is assumed to be attempting to drive the system away.

This is similar to the reach-avoid situation discussed in Chapter 3, except there is

no undesired set to avoid. The capture set with respect to a time horizon T can

be computed directly using the reach-avoid operator presented in Chapter 3. For

simplicity of notation the capture set will be referred to simply as

RAT (T ) = RAT (T , ∅).

Avoid sets for safety

Although the capture set can be computed straightforwardly using the reach-avoid

operator, the avoid set computation for safety requires a modification of the reach-

avoid computation. For safety, the goal is to prevent the system from entering an

undesired set K, and the disturbance is assumed to be attempting to drive the system

into this unsafe area of the state space. The avoid set relative to K for some time

horizon T is denoted AT (K), and is defined as the region of the state space where, for

any control strategy µ, there exists some disturbance strategy γ such that x(t) ∈ K
for some t ∈ [0, T ].



CHAPTER 6. REACHABILITY FOR UAV CONTROL 114

The avoid set can be computed using a reversal of the roles of control and dis-

turbance in the reach-avoid formulation presented previously. In this case, the reach-

avoid computation is performed with the disturbance attempting to drive the system

into the avoid set and the control trying to stay out. Thus AT (K) can be computed

as

AT (K) = ˜RAT (K, ∅)

where the reach-avoid operator is modified slightly to reverse the order of play. Recall

that the standard reach-avoid set presented in Chapter 3 is defined as

RAT (R,K) = {x | J(x, 0) ≤ 0}

where

J(x, 0) = min
µ

max
γ

JT (x(T ))

where µ and γ are the control and disturbance strategies, respectively, over the game

time horizon. The modified reach-avoid operator is defined similarly, with

R̃AT (T , K) =
{

x | J̃(x, 0) ≤ 0
}

where

J̃(x, 0) = max
µ

min
γ
JT (x(T ))

and the roles of the control and disturbance are reversed, but the game is still con-

servative with respect to the disturbance.

Once appropriately formulated, the cost functions are again computed numerically

using the Level Set Toolbox developed at the University of British Columbia [73].

Reachable sets without optimal control

In many cases (such as with the aerobatic maneuver example to be described in

Section 6.1.3) it can be convenient to use a particular predetermined controller or

control strategy. This can easily be incorporated into the reachable set analysis by
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defining a controller

u = µi(t,x) (6.1)

specified for the currently active mode. This controller can then be subsumed into a

modified form of the system dynamics, such that

ẋ = fi(t,x, µi(t,x), d) = f̂i(t,x, d). (6.2)

The optimal Hamiltonians for safety and reachability can be modified by removing

the max and min, respectively, over u, and leaving only the optimization over d.

6.1.3 Maneuver Sequencing Using Reachable Sets

Capture and avoid sets (as described in Section 6.1.2) can be used to construct safe

sequences of maneuvers, similar to the multi-stage games formulation in Section 3.2.3.

Starting with the final (desired target) set Tn, the dynamics for the final (nth) maneu-

ver can be used to generate a backwards reachable set set RAT (Tn) for that maneuver

(i.e. all points in the state space guaranteed to reach Tn within time horizon T ). This

forms a capture set for the nth maneuver, and the capture sets for each preceding

target can be generated as in Section 3.2.3. Avoid sets for safety can be generated in

a similar fashion. Starting from an initial unsafe set, the boundary of the full avoid

set can be progressively propagated backward using the sequence of mode dynamics.

Note that this method is not guaranteed to always produce a solution (though if a

solution is produced, it is guaranteed to be feasible). For example, if the disturbances

are so great that the reachable sets for two subsequent maneuvers do not overlap,

then there will be no guaranteed feasible way to transition between them. Since the

reachable sets are generated before initiating the maneuver, however, this does not

put the system in any danger (unless the maneuver is initiated anyway, despite the

lack of achievability guarantees). In fact, when used properly this lack of a solution

could enable the designer to spot problems in the maneuver design or the model of

the system ahead of time, and correct them if possible.
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Problem Formulation

To demonstrate the validity of this approach for maneuver sequencing, this method is

used to develop a backflip maneuver for the STARMAC quadrotor helicopter. As the

backflip is a planar maneuver the quadrotor’s dynamics are modeled in a 2D plane,

since the out-of-plane dynamics can be stabilized without affecting the maneuver (as

supported by analysis and testing). The planar dynamics are given by:

d

dt
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where the state variables x, y, and φ represent the vehicle’s lateral, vertical, and

rotational motion, respectively; dx, dy and dφ are disturbances; and constant system

parameters are given by m for the vehicle’s mass, g for gravity, Cv
D for translational

drag, Cφ
D for rotational drag, and Iyy for the moment of inertia. For simplicity the

vehicle’s drag is modeled as linear with respect to velocity, an assumption that was

experimentally shown to be sufficiently accurate.

It should be noted that in situations not captured by the 2D model (e.g. if an

un-modeled disturbance overpowers the vehicle’s out-of-plane stabilization) the guar-

antees described in this section would obviously no longer hold. The same statement

is true for any guarantee regarding stability and robustness: if the model used to

generate the guarantee does not closely match the actual system, then the guarantee
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Figure 6.1: The backflip maneuver, broken into three modes. The vehicle
travels from right to left, spinning clockwise as it does so. The size of each
arrow indicates the relative thrust from each rotor.

may be invalid. However, a great deal of prior field testing has shown these modeling

assumptions to be reasonable under the conditions in which the quadrotors typically

operate.

For ease of analysis and visualization, it is useful to decompose high dimensional

systems into multiple lower dimensional systems (assuming the system’s dynamics

decouple). Six-dimensional problems are difficult to visualize and time-intensive to

compute, slowing the design process, so the system’s states are divided into three

sets for independent analysis. The rotational dynamics are analyzed to ensure the

attainability of the backflip, the vertical dynamics are analyzed to ensure safety (i.e.

that the vehicle remains above some minimum altitude), and the horizontal dynamics

are ignored as they are not relevant to successfully completing the maneuver.

Backflip attainability

For the purpose of guaranteeing attainability, the backflip is divided into three modes

as shown in Figure 6.1: impulse, in which the rotation of the vehicle is initialized; drift,

where the vehicle freely rotates and falls under gravity; and recovery, which brings

the vehicle to a controlled hover condition. This division is driven largely by the

fact that unlike a standard helicopter, a quadrotor’s blades have a fixed pitch, which

means that a quadrotor is only capable of generating thrust in one direction. As a

result, whenever the vehicle is inverted any thrust generated by its rotors must propel

it downward. Thus, to successfully complete a backflip maneuver on the STARMAC

vehicle with a slow rotational rate (e.g. around 400◦/sec), it is necessary to turn off

the motors while the vehicle is inverted to prevent the vehicle from propelling itself
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into the ground.

Each mode is designed using the method described in the beginning of Sec-

tion 6.1.3. The target sets T3, T2, and T1 in the (φ, φ̇) space for the recovery, drift,

and impulse modes respectively, are (0± 5◦, 0± 10◦/sec) – essentially a stable hover

configuration, (110±20◦,−180±185◦/sec), and (310±10◦,−287±58◦/sec), as shown

in Figure 6.2. As described in Section 6.1.2, a fixed controller (in this case a standard

PD controller on φ) is used to drive the vehicle during the recovery mode, and a

D-DD controller is used during the impulse mode.

Finally,RAT3(T3),RAT2(T2),RAT1(T1), are calculated as described in Section 6.1.2

using worst case disturbances. In this case, the set of allowable disturbances is as-

sumed to be rectangular, with

di,min ≤ di ≤ di,max (6.4)

along each axis i = x, y, φ. The magnitude of these disturbances has a significant

impact on the resulting reachable sets; if the potential worst case disturbances are

too large, then a solution may not exist that will allow the vehicle to reach the target

set. The symmetry of the quadrotors used in these experiments means that the

aerodynamic center is very close to the center of mass. Therefore the wind conditions

the quadrotors typically experience do not impart a significant rotational moment,

which is confirmed experimentally in test flights. Thus for the recovery and impulse

modes, the primary disturbance source is noise in the thrust produced by the motors,

which is determined from previous flight data to be less than 5% of the total nominal

thrust [36]. This disturbance is reduced for the drift mode due to the lack of motor

noise as the motors are turned off.

Actuator saturation is modeled by constraining the thrusts to lie within the range

0 ≤ Fi ≤ Fmax (6.5)

for motors i = 1, 2 where Fmax is the maximum thrust produced by the motors. For

the quadrotors and controllers discussed in this paper, the typical operating regime is

around 40% of maximum thrust with control inputs of at most 20% magnitude, thus
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Figure 6.2: Composite capture sets of the backflip maneuver are plotted in
the φ (radians) vs φ̇ (radians/second) plane. The backflip maneuver starts
in the region labeled RAT1(T1) and ends in the region labeled T3.

actuator saturation, while accounted for in the calculations, did not have an impact

on the flight experiments except for motor turn-off in the drift phase.

It was originally assumed that the motors would turn off instantaneously when

the vehicle entered the drift mode; some initial experiments proved that assumption

incorrect. As a result an additional mode was added for the purpose of analysis. In

this mode, the motor turn off is modeled as a linear decay in the vehicle’s angular

acceleration, i.e.:

uturnoff = min{αt+ φ̈, 0}/Iyy (6.6)

where the parameter α is found using linear regression. These dynamics are then

propagated forward from the target set of the impulse mode, T1; the resulting level

set (labeled ReachT4(T1) in Figure 6.2) contains all possible states the vehicle could

be in while the motors are turning off. Thus, as long as this set is contained in the

drift set, RAT2(T2), attainability of the backflip is once again guaranteed.

Backflip safety

To ensure the vehicle would perform the backflip safely, a similar procedure to that

described for attainability is used. First, a final unsafe set K3 is chosen to represent
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Figure 6.3: Unsafe vertical sets of the backflip maneuver are plotted in the
y (meters) vs ẏ (meters/second) plane. As long as the vehicle begins a
given mode outside that mode’s unsafe set, safety is guaranteed.

all configurations the vehicle would need to avoid during the recovery mode: the

union of the region y ≤ 0 (representing the ground) and the region ẏ ≤ −1.73y

(representing the vehicle falling in such a way that it will hit the ground in a little

over half a second). Because the vehicle’s rotational and vertical dynamics are coupled

during powered thrust, however, it is first necessary to find a way to decouple them

so that safety could be analyzed solely in the vertical state space. This decoupling

is accomplished by taking advantage of the fact that the recovery mode is designed

to use a fixed control law. As a result, a nominal trajectory with some bounds on

deviation can be generated that can then be incorporated into the system dynamics.

This allows the backward reachable set to be computed as usual by propagating it

backward for a fixed time Trec, based on the maximum time that the rotational part

of the recovery mode can take. The resulting level set K2 = ATrec(K3) indicates all

the configurations from which it would be unsafe for the vehicle to enter the recovery

mode.

In the drift mode, the rotational and vertical dynamics decouple, and so the

unsafe set for the drift mode, K1 = ATd(K2) is generated by propagating backward

the unsafe set for the recovery mode using the vertical dynamics. Once again, this is

done for a fixed time Td, based on the maximum length of the maneuver as calculated
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from the rotational dynamics. The resulting level set represents all the configurations

in which it would be unsafe for the vehicle to enter the drift mode.

For the impulse mode, it is assumed that there is no loss in altitude because the

impulse mode is designed so that the vehicle’s thrust will always be upward during

this mode. The resulting unsafe sets are shown in Figure 6.3; as long as the vehicle

begins each mode outside the unsafe set for that mode, the overall safety of the system

is guaranteed. To ensure that the vehicle begins the entire maneuver outside of these

unsafe sets, an additional preliminary climb mode is added before the impulse mode,

in which the vehicle accelerates upward until it reaches a safe altitude and velocity.

The addition of this climb mode guarantees that as long as the disturbances stays

within the bounds used when calculating the capture and avoid sets, the vehicle will

always be able to switch to the next mode when it reaches the target set of the current

mode.

6.1.4 Results

A mosaic of one of the demonstrations of the backflip maneuver is shown in Figure 6.4.

Figure 6.4a depicts the quadrotor after the initial climb mode which is the start of the

impulse mode, and Figure 6.4(b) is at the end of the impulse mode and at the begin-

ning of the drift mode. Figures 6.4b-f display the entire drift portion of the maneuver

and Figure 6.4(e) shows the quadrotor inverted. Finally, Figures 6.4f-j display the

recovery mode of the backflip maneuver which successively returned the quadrotor

to a safe condition of φ = 0◦ and φ̇ = 0◦/sec. Figure 6.5 shows the trajectory of the

vehicle corresponding to the experimental trial displayed in Figure 6.4; the labeled

points correspond to the frames in the mosaic. Video of the backflip maneuver can

be viewed at http://hybrid.eecs.berkeley.edu/aerobatics.html.

Attainability: attitude results

Figure 6.6 shows the (φ, φ̇) trajectory through the designed capture sets for the back-

flip maneuver. Figure 6.6a shows the simulated trajectory and Figure 6.6b displays

three experimental validations. As the figure illustrates, the trajectories are contained

http://hybrid.eecs.berkeley.edu/aerobatics.html
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(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Figure 6.4: A mosaic of the successful demonstration of the backflip ma-
neuver. (a): The quadrotor has finished the climb portion of the backflip
and is starting the impulse mode. (b): The quadrotor has finished the
impulse stage and is entering the drift portion. (b)-(f): The drift stage of
the backflip. (f): The drift mode is concluding and the recovery mode has
started. (f)-(j): The recovery mode is safely returning the quadrotor to
its hovering position.

within the capture sets for each maneuver. The transition between the impulse and

drift modes is denoted by a black diamond, and the transition between the drift and

recovery modes is indicated by a black square. The switches between the maneu-

vers are contained within each of their target regions, T1 and T2, respectively. When

the quadrotor switched into the drift mode, it took approximately 0.2 seconds for

the motors to spin down, which explains why the quadrotor was still accelerating

at the beginning of the drift maneuver. Table 6.1 displays the time spent in each

mode for each experimental validation. Figure 6.7 displays the pitch of the quadro-

tor throughout the maneuver, which was within ±5◦ for almost the entire maneuver.

This validates the assumption that the backflip maneuver can be modeled in the 2D

(φ, φ̇) plane.

Safety: Altitude Results

Figure 6.8 displays the unsafe vertical reachable sets and the switching points for the

three experimental validations of the maneuver. The upper (blue) points correspond
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Figure 6.5: The trajectory of the vehicle corresponding to the mosaic shown
in Figure 6.4. The labeled points correspond to the frames in the mosaic.

Impulse Drift Recovery
(sec.) (sec.) (sec.)

Trial 1 0.55 0.55 2.56
Trial 2 0.50 0.55 5.54
Trial 3 0.55 0.61 4.70

Table 6.1: The amount of time spent in each mode for each experimental
trial of the backflip maneuver.



CHAPTER 6. REACHABILITY FOR UAV CONTROL 124

0 1 2 3 4 5 6

0

2

Pre 1(D1)

D1

Reach 4(D1)

Pre 2(D2)
D2

D3

Pre 3(D3)

T3

T2

RAT2
(T2)

RAT3
(T3) T1

RAT1
(T1)

ReachT4
(T1)

0 1 2 3 4 5 6

-8

-6

-4

-2

0

2

!̇

!

Pre 3(D3)
D2

Pre 2(D2)

D1
Reach 4(D1)

Pre 1(D1)D3T3

T2

T1

RAT1
(T1)

RAT2
(T2)RAT3

(T3)

ReachT4
(T1)

(a) (b)

Figure 6.6: Simulation and experimental validation of the designed backflip
maneuver overlaid on the composite reach sets. The transitions from the
impulse to drift mode are shown as black diamonds which are contained
in region T1, and the transitions from the drift to the recovery mode are
indicated by the black squares that are confined to region T2. (a) The
simulated trajectory of the vehicle. (b) Three experimental validations
(solid, dash and dash-dot lines) of the backflip maneuver.
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Figure 6.7: Experimental data from a single run of the backflip maneuver
showing the out-of-plane pitch of the quadrotor throughout the maneuver.
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Figure 6.8: Three experimental validations (×, +, and •) of the backflip
maneuver. The light blue symbols (in the white region) correspond to
when the vehicle entered into the drift mode and the orange symbols (in
the medium-gray region) correspond to when the vehicle entered into the
recovery mode. Since all points are outside of their respective reachable
set, it is safe for the vehicle to execute the maneuver.

to entering into the drift mode and the lower (orange) points correspond to entering

into the recovery mode. As the figure illustrates, all the points are outside of their re-

spective unsafe set and therefore the vehicle can safely perform the maneuver without

hitting the ground.

Finally, it should be noted that while the results of three trials are presented here,

several additional trials were also conducted with varying levels of success. However,

the failures of the unsuccessful trials were due solely to factors outside the scope of

the reachable set analysis. For example, some trials failed because of human error,

in the form of bugs in the code running on the vehicle. Others were unsuccessful

due to hardware malfunctions (e.g. a broken sonic ranger, or saturation of the IMU’s

gyroscopes). These sorts of failures are typical when making the transition from

theory to “real” engineering. However, they also serve a useful purpose underscoring

the importance of understanding the limitations that arise when applying guarantees

generated by provably safe techniques to real-world robots.
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6.2 Reachability-Guided UAV Search

The capture-the-flag problem presented and solved in Chapter 3 assumes that both

agents have full knowledge of the state of the opposing agent, a condition that does

not always hold. In an actual adversarial game, the agents would have to rely on

their own sensing and any external sensing assets to locate the other agent. Indeed,

as shown in the experimental results section of that chapter, communications errors

can result in loss of information even when the agents are broadcasting their positions

as part of the game. However, the reachability information computed for the fully

observed game can still serve a useful purpose when the opposing agent’s position is

unknown.

Consider the problem of controlling a UAV to assist a agent by searching for

that agent’s opponent. The opposing agent may be located anywhere within a large

expanse of unobserved space, but not all unobserved positions are equally likely to

be occupied. A probabilistic search method may be attempted, but it is difficult

to create a distribution of opponent locations without a model of the opponent’s

likely strategies. Instead, the reachable sets for the fully observed game can be used

to guide the search, as the reachability information can be used to determine the

winning region for the opponent given the agent’s current position. The opponent

only poses a danger to the agent if it is found within this set, thus the opponent’s

winning reachable set can be used to guide the UAV in its search pattern.

The following sections present an approach to using reachability information to

guide UAV search in a 1 vs. 1 capture-the-flag game. Related work is discussed and

the search task is formulated, with experimental results presented at the end.

6.2.1 Related Work

The problem of searching an area with one or more UAVs has been well studied

in the literature. There are, broadly, two major, related approaches to the prob-

lem. The first, most common approach is to formulate the problem probabilistically.

This approach has its roots in some of the earliest operations research, when models

of optimal search were constructed for finding U-boats in convoy protection during
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WWII [74]. In such cases, a model is first built of the search agent’s sensing, along

with a distribution over likely target positions. A search is then performed either using

some limited look-ahead planning or via a set of pre-determined strategies, with the

target location probabilities updated in a Bayesian manner. This probabilistic search

strategy has been successfully applied in a number of scenarios with both stationary

and randomly moving targets [75, 76, 77, 46]. However, in a game scenario such

strategies are complicated by the absence of a good model for the target’s motions,

as reliable target distributions are difficult to obtain in such a case.

Another approach to the search problem is to treat the problem deterministically,

and track the set of all possible target locations. The searching agent’s sensor footprint

is treated as deterministically reducing areas where the target may be. A number

of strategies have been proposed for such problems, focused around controlling the

extent of the possible target locations [78, 79, 80]. These approaches treat the entire

target area equally, with the search agent sweeping across the area in an effort to

eventually reduce the target area to zero.

The search strategy utilized in this work builds on an intuition of the previous

work, namely that, without a target distribution all target locations must be con-

sidered, but that an ordering may be placed on target locations using some prior

knowledge. In this case, only a certain subset of opponent locations may result in

defeat for the agent being assisted. Thus the search can be conducted in such a way

as to prioritize those areas.

The search problem will now be formulated, with the appropriate search strategy

then presented.

6.2.2 Problem Statement

The objective is to control a UAV to assist a human agent in a game of 1 vs. 1 capture-

the-flag with limited visibility. As the focus here is on the UAV, only one phase of

the capture-the-flag game will be considered, namely, that of flag return. It is as-

sumed throughout this section that the UAV is cooperating on behalf of the attacker,

although the formulations and solution strategies are symmetric and independent of
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agent. The problem of computing the joint, optimal actions for the UAV and attack-

ing agent would require a level of complexity that is infeasible, as the approach to

the full game would require operating in the joint information spaces of both sides.

Instead, the actions of the attacker will be left to the human agent, and the control

problem will focus solely on the UAV. To set up the problem, the setup and solution

to the full visibility game of capture-the-flag is briefly summarized below, with the

modifications required to address limited visibility presented subsequently.

Summary of capture-the-flag with full visibility

Except for the presence of the UAV, the problem formulation is identical to that in

Section 3.1. The flag return portion of capture-the-flag can be defined as a two-agent

reach-avoid game. xa ∈ R2 is the position of the attacker, and xd ∈ R2 is the position

of the defender. The positions of the two agents are limited to a domain Ω ⊂ R2,

with dynamics ẋa = u and ẋd = d, where u and d are the velocity inputs of each

agent, constrained by speed limits va,max and vd,max according to ||u||2 ≤ va,max and

||d||2 ≤ vd,max. x = (xa, xd) ∈ R4 denotes the joint state of both agents, with the

joint domain denoted Ω2.

The goal of the attacker is to reach some safe region R ⊂ Ω without being captured

by the defender, defined as the defender coming within distance rc of the attacker.

This corresponds to a capture region C = {(x | ||xa − xd||2 ≤ rc}. The defender is

constrained by the rules of the game to stay outside of R.

The solution to the game is found via the reach-avoid operator RAT (T , K), which

gives the set of all states that can be guaranteed to be driven into set T by the

attacker in at most time T while avoiding the undesired set K. The attacker’s winning

conditions are collected into a set of states RJ , representing either xa ∈ R, xd /∈ Ω,

or xd ∈ R. The defender’s winning conditions are collected into a set of states

CJ , representing either x ∈ C or xa /∈ Ω. The attacker’s winning states are thus

WA = RAT (RJ , CJ), and the defender’s winning states are WD = Ω2 \WA. These

solutions are described in greater detail in Section 3.1.

For a given attacker position xa, the winning defender positions relative to xa,
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WD(xa), can be found by projecting the 4-dimensional value function into 2 dimen-

sions while holding xa fixed, and similarly for the defender WA(xd) can also be com-

puted. If the positions of both agents are known, control strategies can be found via

numerical differentiation of the value functions as described in Chapter 3.

Additions for limited visibility

The set of positions visible to the attacker at a time t are limited by line-of-sight, and

is denoted VA(xa, t). Likewise, the set of positions visible to the defender is denoted

VD(xd, t). For notational simplicity, the dependency of the visibility regions on agent

position and time will be assumed and not explicitly written. Let the position of

the UAV be defined as xq ∈ R2, with dynamics ẍq = a. The visibility region VQ of

the UAV is defined as a circle centered around xq with radius rq. The joint visibility

region VJ of the attacker and the UAV is then VJ = VA ∪ VQ.

Now, let PD represent the set of possible defender positions, from the perspective

of the attacker and the UAV. The attacker and UAV will be referred to jointly as

the attacking side. At any time, the boundary of PD grows no faster than vd,max,

representing how fast the defender can move, and any intersection with VJ is removed

from PD. The problem for the UAV is to search the area encompassed by PD and

locate the defender before the defender can intercept the attacker or successfully block

the attacker from reaching its goal. To accomplish this, the reachable sets generated

in the reachability solution to 1 vs. 1 capture-the-flag will be used to prioritize the

search areas.

6.2.3 Search Strategy

The search strategy is now presented. Given an initial set P 0
D where the defender

may be, the set of all possible defender locations satisfies the following properties:

1. The boundary of PD grows into unobserved space at a rate of vd,max

2. The intersection PD ∩ VJ is always empty
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Note that unobserved in this case means unobserved by the attacking side. This

set PD may be computed and tracked using a level set representation, as presented

in [80]. The visibility regions for the agents may be computed using the level set

representation discussed in [81].

The search target point for the UAV is selected according to a hierarchy. The

most dangerous positions for the attacker are those in the set Z = WD ∩ VA, which

are points where the defender has a winning input, and can see the attacker. From

these points, the defender may follow the reachability-derived optimal input, and has

a chance of successfully preventing the attacker from reaching its goal. The second

set of points are points in WD that are outside VA. Let Z̃ = WD \ VJ be the set of

invisible points in WD. From these points, the defender may have a winning input,

but the attacker is not in sight, and thus the defender must guess at the correct input.

The priority of the UAV is to first search the set of defender positions that may

reach Z without being seen. If there are no such points remaining, then the UAV

should next search all positions from which the defender may reach Z̃. If there are

no points that may reach either Z or Z̃, then there are no possible defender positions

that may reach WD. In this case, the UAV may search the remaining space according

to distance from the UAV and the evader.

Computing the search target

The desired search target can now be found using the level set operations discussed

above. Using the set of possible defender locations PD as the initial condition, a set

SD can be computed on the domain Ω \ VJ of all points that the defender may reach

before the UAV, without becoming visible to the attacker. SD can be computed with

the modified FMM algorithm presented in Section 4.1.3.

Recall that Z = VA ∩WD is the set of points where the defender is in a winning

configuration and both agents are visible to each other. The time-to-reach function

ψZ(x) can be computed on the domain Ω\VJ to find the minimum distance of a point

x to the set Z without becoming visible to the attacking side. Let RA(Z, VJ) = {x |
ψZ(x) < ∞} be the set of all possible defender initial positions that can reach Z in

finite time without becoming visible. If RA(Z, VJ) ∪ SD 6= ∅, the target x∗ can be
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selected as

x∗ = arg min
x∈SD∪RA(Z,VJ )

w1(x)

where the cost w1(x) is defined as

w1(x) = wZψZ(x) + wδψδ(x) + wqψQ(x) (6.7)

with parameters wZ , wδ, wQ being weightings on the distance to Z, to the attacker,

and to the UAV, respectively.

If there are no points that can reach Z without becoming visible, then the search

proceeds through all points that may reach invisible points in WD but cannot reach

visible parts of WD without being seen. This is the set Z̃ = WD \VJ , and the distance

level set ψZ̃(x) and set RA(Z̃, VJ) of defender positions that can reach Z̃ without

being seen can be computed accordingly, with the target chosen as

x∗ = arg min
x∈SD∪RA(Z̃,VJ )

w2(x)

where the cost w2(x) is defined as

w2(x) = wZ̃ψZ(x) + wδψδ(x) + wqψQ(x) (6.8)

with a new cost wZ̃ on the invisible points.

Finally, if no points in PD are in danger of reaching any part of WD, then the

search proceeds based on distance, with

x∗ = arg min
x∈SD

w3(x)

where the cost w3(x) is defined as

w3(x) = wδψδ(x) + wqψQ(x). (6.9)
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6.2.4 Experimental Results

A number of experiments were carried out to evaluate the reachability-guided search

algorithm using the full BEARCAT platform with UAVs. The experiments were

carried out on an area of the Berkeley campus measuring approximately 250 m x 200

m, with several large buildings serving as obstacles. Each agent was equipped with an

HTC Incredible smartphone reporting the agent locations and displaying reachable

set information. The UAV used was an Ascending Technologies Pelican. Sensing was

simulated, so that whenever the defender entered VA both the defender and attacker

received information about each other’s locations, and when the defender entered VQ

the attacker was alerted to the defender position.

For these experiments, the weights used were as follows: wq was set to 100 and

all other weights set to 1. This creates a behavior in which the UAV greedily sweeps

along PD according to the best nearby points, thus reducing issues such as switching

or leaving behind pockets of possible defender presence that then grow when the UAV

departs.

The course of one of these experiments is illustrated in Figures 6.9a-f. The initial

condition for the game is shown in Figure 6.9a, with the attacker and UAV beginning

the game in the lower center of the game region and the defender on the opposite

side of the large central building. The attacker and UAV visual regions VA and VQ

are illustrated in teal and white, respectively. The defender winning region WD is the

large red region centered on the attacker, and the attacker winning region WA is the

blue region centered on the defender. The set of possible defender positions PD, from

the perspective of the attacker, is the expanding pink circle centered on the defender.

Figure 6.9b shows the game 60 seconds after beginning. The attacker has moved

up to the corner of the building in an attempt to maximize visibility of the defender

while still staying relatively hidden. PD has expanded to fill up the unobserved space,

and the UAV has begun its search. Note that the attacker has moved in such a way

that no part of PD can expand into the set WD ∩ VA without first passing through

VA, thus the UAV was prioritizing the area of WD that is currently unobserved. The

defender has pulled back away from the building to reduce the size of WA, hoping

to minimize the chance that the attacker will pass into WA without being detected.
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At the moment, neither agent had knowledge of the other agent’s position, and both

were playing cautiously and unable to commit to moving toward either side of the

central building.

The UAV has just detected the defender in Figure 6.9c. As the UAV was pro-

grammed to track the defender once detection occurs, the defending agent was also

aware of being found. Thus the defender began moving unpredictably in a patrolling

motion, shifting to the eastern (right) side of the game domain, as seen in Figure 6.9d.

The attacker had been moving eastward (toward the right) and was temporarily

blocked by the motion of the defender, but after some time the defender was forced

to patrol back to the west (left) since the position of the attacker was unknown, as

shown in Figure 6.9e. With the UAV reporting back the position of the defender,

the attacker was able to commit to moving up toward the target set from the eastern

(right) side of the domain, and eventually reached the target set at the upper portion

of the game domain, as shown in Figure 6.9f.

This example is prototypical of the experiments that were conducted. By using

the reachability information to guide the search, the UAV was able to quickly move

to the most critical area and locate the defender, giving the attacker the information

advantage needed to successfully win the game.

6.3 Discussion

The work presented in this chapter demonstrates how reachability analysis may be

extended beyond direct solutions to the adversarial games presented in previous chap-

ters. Reachability analysis is a powerful tool for analysis, design, and verification

of complex control problems. Using these tools, provable guarantees on safety and

performance can be made for complex platforms such as the STARMAC quadrotor

helicopter. In the aerobatic maneuver work, reachable set analysis allowed the de-

sign of a sequence of modes that could be guaranteed to safely transition from one

to the next, arriving at a desired final state while avoiding an undesired region of

the state space. The flight experiments on the STARMAC platform demonstrated

this provably safe backflip maneuver and showed the validity of using reachability for
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Figure 6.9: Sequence of screenshots from the ground station laptop showing
a full search game with a quadrotor UAV (map images courtesy of maps.

google.com).
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maneuver design. Provable guarantees are valuable in the design of any system, and

reachability holds great promise for further development of such guarantees for many

complex systems.

In a different vein, the reachable sets computed for the capture-the-flag game

are used to direct a UAV searching for a target during a more complex, limited-

information version of the game. By utilizing the reachability results, the UAV is

able to concentrate its search on areas that are more relevant for the agent it is

supporting. The reachable sets allow the game information to be considered and

included in the search formulation. Although the original reachability formulation

does not explicitly include partial observability, the reachable sets nonetheless play a

valuable role in simplifying the complexity of the search problem.



Chapter 7

Conclusions and Future Research

Directions

This thesis addresses the development of human-friendly algorithms for control in

multi-agent adversarial games. Using reachability tools, solution strategies are devel-

oped for several pursuit-evasion and reach-avoid games. In addition to the control

inputs computed by the strategies, the reachable sets produced by the algorithms

provide intuitive visual tools for human agents, allowing them to incorporate the

strategies into their own decision-making. This chapter briefly reviews the contribu-

tions of the work presented in this thesis, and discusses directions for future work.

7.1 Summary

The contributions of this work are in a combination of theoretical developments in

solving multi-agent adversarial games, and in the development of practical tools using

these solutions. This research presents novel formulations and solutions for 1 vs. 1 and

1 vs. many reach-avoid games, and for a many vs. 1 pursuit-evasion game. In addition,

this adversarial reachability approach is also used in UAV control, demonstrating the

flexibility of these methods. These algorithmic contributions advance the state of the

art in analysis of multi-agent games, but the demonstration of reachability as a tool

for human agents may have the most long term practical impact.

136
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By formulating the 1 vs. 1 capture-the-flag game as a reach-avoid game, HJI

reachability can be used to compute an optimal, guaranteed solution strategy for

both agents. In addition, the solution method addresses general, planar game config-

urations with arbitrary obstacles.

Reachability information is also used to generate solutions for a single attacking

agent in a reach-avoid game against multiple defending agents. In this case, the

open-loop formulation of the game is used, allowing trajectories to be generated in

real time for certain initial conditions that are guaranteed to arrive at the target. By

using the open-loop formulation, the problem can be solved using the HJB equation

in the 2-dimensional game domain rather than in the high dimensional joint state

space of all agents. This methodology is also capable of handling arbitrary planar

game configurations.

The case of multiple agents coordinating against a single agent is addressed in

a multi-agent cooperative pursuit problem. By jointly minimizing the evader’s safe-

reachable set, the pursuit strategy can be computed in real time in a decentralized

fashion while still maintaining cooperation between the pursuers. In addition, a

provable guarantee of capture is found for convex domains for games with equal

pursuer and evader speed.

Finally, the reachability formulation is demonstrated in two UAV control scenarios,

where the HJI reachability formulation is used to generate guaranteed safe maneuver

sequences, and the solutions to capture-the-flag are used to guide UAV search. These

results demonstrate the flexibility of the reachability formulations presented in this

thesis.

In addition to the control inputs generated by these algorithms, the contextual in-

formation produced by these methods is in many ways the most useful product. The

utility of these reachable sets for human agents is demonstrated through the experi-

ments presented in this thesis. In the capture-the-flag experiments, the reachability

information was useful even when the assumptions of perfect sensing and communi-

cations failed. In the safe-reachable set capture results, GPS error often resulted in

slightly incorrect heading commands being displayed for the human agents. Yet these

errors did not impact the ultimate results of the games, as the agents were able to
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use visualizations of the safe-reachable area to correctly ascertain their areas of re-

sponsibility and correct directions of movement. In all of these cases, the automation

positively supplemented human judgment, providing useful assistance when possible

and degrading gracefully in the face of sensor and communications failure.

7.2 Future Research Directions

This research can be extended in several ways. First, theoretical extensions can be

made to the solution of the game solution algorithms. The reach-avoid and pursuit-

evasion games are similar in many ways, and in particular it would be useful if reach-

avoid elements could be better incorporated into pursuit-evasion games with multiple

pursuers and evaders and vice versa. For example, it is known that for any bounded

planar environment and agents with equal speeds, 3 pursuers suffice to capture an

evader [3, 82]. It is not yet known how to calculate efficient strategies for pursuers

in such a situation, although the strategies proposed require successively partitioning

the game domain and trapping the evader in smaller and smaller regions. Reach-avoid

strategies may be employed to greatly decrease the capture time for such scenarios.

Another interesting direction is the development of more effective user interfaces

and augmented reality tools for human agents in these games. Due to time con-

straints, the experiments conducted in this thesis were primarily demonstrations of

feasibility rather than through explorations of the effectiveness of the tools presented.

A considerable amount of research and development is still required to both improve

the display of reachability information, for example via projection glasses or heads-

up displays, and to properly evaluate the utility of the tools from a human factors

standpoint.

The development of advanced automation tools for real time guidance of human

agents is a burgeoning field, and reachability-based tools are ideal for this purpose.

The tools and experimental results presented in this thesis show examples of their

application to multi-agent adversarial games, but as the UAV control results demon-

strate they may be applied in many other areas as well.
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